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The observed multi-pulse formation of the SDN deviates from the established understanding of deterministic 
switching in Co/Pt multilayers. The conventional models explain all-optical switching in ferromagnetic thin films 
as nucleation followed by the gradual growth of domains, driven by temperature differences across domain walls 
[37, 40–42]. This gradient arises from the MCD effect across a domain wall caused by differences in absorbed 
laser power for domains with opposite directions of magnetization. The subsequent temperature difference drives 
the domain wall from the colder toward the hotter region. For instance, temperature gradients on the order of ∇T 
= 1 K/nm have been reported [40–42, 58]. It remains uncertain whether the temperature gradient also plays a 
dominant role in deterministic switching at the nanoscale. In this scenario, we would expect a steady-state growth 
of domains with each laser pulse, resulting in growth that is uniformly distributed along the entire domain wall. 
This should maintain the complexity of the nucleated domains. However, this expectation contrasts sharply with 
the results of our experiments.  

We conducted the following experiment to investigate the contribution of the MCD-derived domain wall 
motion to the deterministic switching process at the nanoscale. Using the fluence FDM, we first nucleate a set of 
mutually isolated domains, see Fig. 3. Next, we illuminate the nucleated domains with identical pulses but with a 
fluence below FDM, thus prohibiting further nucleation of the domains. This allows us to investigate the growth of 
the existing domains solely. As circularly polarized pulses are more strongly absorbed by the GS state, the 
temperature is higher outside the sub-micrometer isolated domains, and thus, the domains are expected to grow. 
In contrast to these expectations, Fig. 3 shows that at F=2.4 mJ/cm2 < FDM, nucleated domains became smaller 
with each subsequent pulse until the third below-threshold pulse annihilated them. These observations prove that 
an effective magnetic field originating from the MCD-induced thermal gradient is not the dominant mechanism 

Fig. 2 Multi-pulse evolution of stochastic domain networks. (a) MFM images of the laser-induced stochastic domain networks as a function 
of the number of pulses N at a fluence of F = 2.26 mJ/cm2. The lower panel shows the result of the simulations using a probabilistic energy 
barrier-based model (details, see below). The scale bar is 5 µm. (b) The normalized switched area As/Ab (gray) and the fractal dimension D 
(red) as a function of the incident number of circularly polarized laser pulses N, calculated from the experiment and simulation, respectively. 
The solid lines serve as a guide for the eye. The switched area grows linearly up to 10 pulses, as can be seen in the experiments and simulations. 
In D, we observe a rapid increase to D = 1.27±0.07 (1.17±0.08) from 0 to 6 pulses, followed by a decrease to D = 1.23±0.05 (1.13±0.06) for 
experiments (simulations). A red dashed line highlights the fractal dimension in the DS state (See Fig.1 c). 
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FIG. 8. (a) (Top) Magneto-optical images of a laser-induced
domain wall displacement region separating M↓ and M↑ domains,
when subjected to the repetitive action of the σ−-pump pulses at
the center of the dashed circle. The repetition rate is 1 Hz. The
pump fluence is 0.4 mJ/cm2 and the pulse duration is 4.0 ps.
(Bottom) Same as (top) but for the case of σ+-pump pulse pulses.
We have used dashed curves to show the initial position of the DW.
Note that the direction of displacement of the DW is controlled with
the helicity of the laser pulses. (b) Reflected intensity signals, off
the sample surface, of σ− (left) and σ+ (right) circularly polarized
laser plotted as a function of applied magnetic field. The light used
is a continuous wave He:Ne laser with an emission wavelength at
633 nm. Note that similar results are obtained when the incident light
is replaced with a 100 fs, 1 kHz repetition laser at a wavelength of
800 nm.

temperature gradients in a ferromagnetic nanowire cause a DW
motion also arising from a magnonic spin Seebeck effect. We
analyze our DW displacement results in light of these findings
assuming that due to differential absorption of a σ -laser pulse,
there exists a temperature gradient across the DW. A magnonic
spin current that drives the magnons from hotter to colder
regimes. However, due to conservation of angular momentum,
this spin current drags the DW towards a hotter region. The
DW slides without any precession until the walker breakdown
limit is reached. The velocity of this sliding is given by the
temperature gradient across the DW. As reported in Ref. [30],
the DW in a ferromagnetic nanowire with a damping constant
(α) of 0.1, displaces about 45 nm within 1 ns. However, the
sliding of the DW due to thermal gradient is strongly dependent
on the value of α. We expect α for our samples to be similar to
those reported in Ref. [26] for Co/Pt multilayers. The typical

values of α = 0.1 agree with the simulated values in Ref. [30].
Thus, the calculated thermal gradient DW displacement
values can be compared with our measured laser-induced
DW displacement. Assuming a 1 K difference in temperature
after optical excitation, this would result in a 0.2 K/nm across
a 5 nm DW. According to Ref. [30], this gradient yields a
45 nm DW displacement which is in agreement with our
measurements.

While there is no qualitative difference in the reversal
behavior with P , within the error bars in our statistics the
experiments with P ! 0.01 s requires a somewhat larger
number of pulses reverse the magnetization (Fig. 5). This
difference suggests that there is a modest accumulation of heat
in the sample that has been observed in a similar experiment
with high repetition rate optical excitations [32]. This results
in reducing the overall net magnetization in the laser-exposed
region. As a result of which, the temperature gradient created
across the DW will be lower than what it should be in the
case of higher P values. Hence, the laser-induced displacement
of the DW becomes ineffective and requires a larger number
of pump pulses before the size of the laser-induced reversed
domain reaches its equilibrium value. This is consistent with
the laser conditions determined from the P = 0.002 s case
presented in Fig. 1.

The pulse length dependence study clearly revealed that the
lattice temperature is the most dominant one in determining
the initial demagnetization induced by the laser pulses. The
time scale of a few picoseconds suggests that the electron-
phonon interaction, responsible for equilibrating the electron
and lattice temperatures, plays an important role. However, we
still have to understand why multipulse excitation with either
longer pulses with slightly higher fluences or shorter pulses
with slightly lower fluences cannot switch but only induce a
multidomain pattern still remains to be answered.

In conclusion, we have experimentally determined the mul-
tiscale spatial and temporal processes of helicity-dependent
all-optical switching in ferromagnetic Co/Pt multilayers. We
successfully demonstrated that the magnetic switching is
multipulsed in nature. Since submission of this paper there
have been several recent reports that are in good agreement
with our findings [16,33–35]. We also showed that the
multipulse switching, in ferromagnetic thin films, proceeds via
thermally induced stochastic nucleation of reversed domains
followed by a helicity-dependent deterministic growth via
DW motion. By varying the delay between pump pulses, we
further identified the regime, pulse repetition rate "100 Hz,
where heat accumulation affects the growth of the reversed
magnetic domains. The controllability over the direction of
the DW displacement from the nucleation sites is the key
element of the growth process. We revealed that during the
initial helicity-dependent growth, a single pump pulse results
in a DW displacement of 50 nm. This suggests that during
the initial growth regime the DW is most likely driven by the
thermal gradient which emerges due to the significant value of
magnetic circular dichroism in these Co/Pt multilayers.
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(clockwise) Bloch chirality (a transport of intensity reconstruc-
tion of the in-plane spin configuration is shown in Extended Data 
Fig. 4a). The black and white contrast appears with approximately 
equal probability. However, this only illustrates that the Bloch chi-
rality, which is not a topological number, is randomly assigned, as 
expected in this non-chiral material. More importantly, the fact 
that all the circular features, regardless of colour, exhibit an isotro-
pic LTEM contrast means that the spins rotate exactly once when 
moving along the domain perimeter. This implies that, even though 
the material itself is non-chiral and quasistatically generated spin 
textures are non-topological (Extended Data Figure 4b), all the 
laser-nucleated spin textures in our image share the same unit topo-
logical charge: they are skyrmions.

Signatures of a dynamical phase transition
Before we studied the dynamics of all-optical topological switch-
ing, we performed a systematic scan of the parameter space, from 
which we found two types of switching: thermally activated reversal 
and phase-transition-mediated switching. These two regimes are 
illustrated by the evolution of spin textures after consecutive laser 
pulses, as shown in Fig. 3a. At low fluences, we observed gradual, 
probabilistic switching, in which an initially saturated material is 
first transformed into a stripe domain state by one or a few laser 
pulses and this stripe domain state gradually evolves into a dense 
skyrmion texture by >104 pulses (see Supplementary Section 2 for 

the images that correspond to Fig. 3a). By contrast, above a sharp 
critical fluence of ~15 mJ cm–2, we deterministically observed pure 
skyrmion states after just one laser pulse. This abrupt increase of 
the switching rate points to a critical behaviour, as expected in the 
vicinity of a (dynamical) phase transition, which we here character-
ize by the emergence of a global topological charge.

The switching thresholds were similar in both materials 
(Supplementary Section 3), and the same threshold behaviour was 
observed whether starting from a uniform or stripe domain state 
(Fig. 3b). The threshold was independent of the pulse duration for 
pulses between 250 fs and 10 ps, as demonstrated in Fig. 3b. The 
density of skyrmions above the fluence threshold was constant 
(Supplementary Sections 2 and 3). Moreover, the distribution of 
laser-induced skyrmions, as shown in the inset of Fig. 3a, was charac-
terized by a variance-over-mean of 1.6 ≈ 1, indicative of a shot-noise 
Poisson distribution with a homogeneous nucleation probability. 
This contrasts with spin-torque mediated skyrmion nucleation in 
nominally the same material24, in which a variance-over-mean of 
12.1 ≫ 1 was found in accordance with the fact that spin-torque 
nucleation relies on extrinsic lateral inhomogeneities to break the 
symmetry at the point of nucleation24,30 (see Extended Data Fig. 5 
and Supplementary Section 4 for details). Even though the defect 
density and strength are different for each sample, our observations 
provide a strong indication that all-optical topological switching  
is an intrinsic process. Our observations are also in contrast with 

broken time
symmetry

symmetry

Fig. 2 | All-optical topological switching in Pt/CoFeB/MgO and Pt/Co. a, Single-shot laser-induced phase transitions in Pt/CoFeB/MgO at a variable 
external perpendicular magnetic field following the sequence (1)!→!(3) illustrated in Fig. 1a at Bz!=!19!mT (top) and after a.c. out-of-plane demagnetization 
(bottom). The background shows scanning electron micrographs of the respective samples (see Extended Data Fig. 2 for larger scanning electron micrograph 
images). The grey contrast of the images in the circles represents the out-of-plane magnetization mz. The switching fluence was 16!mJ!cm–2. b, Trajectories of 
laser-nucleated skyrmions in Pt/CoFeB/MgO driven by spin–orbit current pulses j in a positive field (37!mT, left) and in a negative magnetic field (−36!mT, 
right) (see Extended Data Fig. 3 for all the frames). The dark-grey background indicates areas outside the magnetic track. The dashed circle marks our field of 
view. Full circles correspond to skyrmion positions and the lines connect positions of the same skyrmion in subsequent frames. Position error bars are smaller 
than the data points. The topology Q is confirmed by the angle of the trajectory v with respect to the current direction j. c, Same data as in a, but for Pt/Co, 
following the sequence (1)!→!(3) illustrated in Fig. 1a at Bz!=!41!mT and a fluence of 17!mJ!cm–2 (top) after a.c. out-of-plane demagnetization and a fluence of 
65!mJ!cm-2 (bottom). d, LTEM of laser-nucleated skyrmions in Pt/Co in a field of 25!mT using the overfocus imaging condition. Bright (dark) contrast inside a 
circular texture indicates anticlockwise (clockwise) Bloch chirality. Scale bars, 500!nm.
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Figure 5. Speed of fluctuation-free topological switching (simulation). The plot shows the modulation
amplitude (!mz = →mz↑max

z ↓ →mz↑min
z ) of the z-averaged out-of-plane magnetization, i.e., the metric that

corresponds to the total intensity in a time-resolved SAXS experiment. The initial state (before time zero) is
a quasi-homogeneous ground state at ” = 650K. Time is measured starting from the instant lowering of the
pseudo-temperature ” is to 300K. The shaded areas are a guide to the eye, marking the succession of magnetic
states. Insets display exemplary states during the nucleation process.

tions [43], in quantum gases [44], or dipolar superfluids [45]. Here, we have shown that such pathways

can also drive topological transitions in magnetic systems.

The proposed fluctuation-free mechanism contrasts with conventional models of skyrmion formation

that rely on thermal fluctuations [16]. However, the two processes are not mutually exclusive and

may both contribute to cocoon formation. In the static measurements discussed here, the persistence

of a finite order parameter and the agreement with simulations indicate that the instability-driven,

fluctuation-free pathway is dominant. Nonetheless, in other experimental conditions and for ultrafast

excitation stimuli, this may change. Figure 5 shows the simulated speed of cocoon nucleation after

instantaneous cooling from a quasi-homogeneous state. While the transition from weak stripe domains

to skyrmionic cocoons occurs within a few hundred picoseconds, a timescale comparable to laser-induced

skyrmion nucleation, the formation of the weak-stripe precursor can extend over one nanosecond. At

ultrafast timescales, thermal fluctuations may therefore play a more decisive role, and the balance be-

tween the two nucleation pathways remains an open question. Future time-resolved experiments may

disentangle these two contributions: SAXS could distinguish between fluctuations and weak stripes

immediately after excitation, while time-resolved magnetometry could establish whether a spin reorien-

tation transition occurs even during ultrafast excitation processes.

CONCLUSION

Our results establish a general pathway for the nucleation of topological magnetic domains, pro-

ceeding through a sequence of spontaneous modulational instabilities. Our work also provides design

principles for engineering fluctuation-free formation of topological states in magnetic thin films. The
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The frequency comb appears only when both drives fnm and fg are 
applied simultaneously. The additional low- amplitude, low- frequency 
drive modulates the ground state, generating Floquet magnon states. 
This behavior is reproduced in simulations when a rotating in- plane 
magnetic field at fg is added to the simulation. The resulting spectra 
(Fig. 2F) exhibit Floquet magnon bands induced by the core gyration. For 
larger |m|, these bands resemble the regular magnon dispersion shifted 
by ±fg and ±m = 1, leading to band crossings for negative m (fig. S3, C 
and E). For smaller |m|, however, the bands deviate strongly from the 
regular magnon dispersion, showing pronounced avoided level crossings 
and enhanced frequency splitting between opposite m modes (fig. S3E).

Floquet theory
Although micromagnetic simulations reproduce the quantitative 
changes in the magnon spectrum, they offer limited insight into the 
physical origin of the additional bands. To gain qualitative understand-
ing, we use a many- particle Floquet theory that incorporates nonlinear 
magnon- magnon interactions. Although often involving a high- 
frequency expansion, Floquet theory is also commonly applied to sys-
tems with a low- frequency drive (44), such as ours, provided that the 
high- frequency modes remain coherent on the timescale of the drive. 
For the vortex, this requires the magnon lifetimes τnm ≈

(
αωnm

)−1 
(with α being the damping parameter of the material) to exceed the 
gyration period Tg = f −1

g
. In Ni80Fe20, with α ≲ 0.01, we find τnm ∕Tg > 1 

(supplementary note N2 and fig. S4), satisfying the coherence condi-
tion. Indeed, micromagnetic simulations show that the Floquet states 
gradually vanish as τnm decreases (supplementary note N3 and fig. S6).

We model the coupled dynamics by the Hamiltonian (with ℏ = 1),

where N̂σ = Â
†

σ
Âσ denotes the occupation number of the gyrotropic mode 

with frequency Ω = 2πfg and gyration sense σ = ± 1, and ̂nnm = â
†

nm
ânm 

represents the quantized magnon modes 
with frequency ωnm. The bosonic operators 
Â
†

σ
 
(
Âσ

)
 and â†

i
 
(
âi
)
 describe the creation 

(annihilation) of the vo rte x gyration and 
magnon modes, respectively, and Ĥ int 
en codes their nonlinear coupling. Mov-
ing into the Dirac picture with respect 
to the gyrotropic mode Âσ by transform-
ing Â → exp(−iΩt) Â allowsus to drop 
the term ΩN̂ . Then, the low est- order 
 terms of the interaction Hamiltonian 
Ĥ int = Ĥ

(1)
+ Ĥ

(2)
+ ... are given as

and describe two-  and three- particle scat-
tering (with “h.c.” denoting the Hermitian 
conjugate) (fig. S7). The parameters Unσ 
and Vnn′mσ describe the coupling of the 
regular magnon modes âi to the core gy-
ration Âσ, which is conceptually similar 
to the magnon scattering on a traveling 
magnetic domain wall. These parame-
ters can be found qualitatively in a 
Lagrangian approach assuming a con-
stant gyration radius (supplementary 
note N4). In conventional Floquet sys-
tems, periodic quasi- energy levels arise 

already from linear coupling to the drive. Here, however, Ĥ
(1)

 couples 
only azimuthal modes with m = σ = ±1 to the gyration mode (45). 
Therefore, explaining the appearance of Floquet bands for large azi-
muthal indices requires inclusion of the nonlinear term Ĥ

(2)
.

Under steady- state gyration, Ĥ(t) becomes periodic in time, allowing 
the application of Floquet’s theorem. The theorem states that the spec-
trum in a time- periodic system can be obtained from the Floquet 
Hamiltonian ĤF, which enters in the total time- evolution operator,

Here, K̂(t) = K̂
(
t+Tg

)
 is the kick operator, which is time- periodic with 

period Tg = 2π∕Ω (46–48). Consequently, the Floquet spectrum is de-
fined only up to a multiple of the gyration frequency Ω and can be 
indexed with an additional mode index λ. For the present model, K̂(t) 
and ĤF can be found analytically (supplementary note N5), resulting 
in the Floquet spectrum

where ω0 is a constant frequency shift caused by the slight change in 
the ground state energy with respect to the static vortex. Notably, the 
frequencies ω′

nm
≠ ωnm of the new modes do not coincide with the 

frequencies of the original magnon modes ωnm but include nonpertur-
bative corrections stemming from magnon- magnon interactions. This 
model explains the appearance of additional modes in the magnon spec-
trum of a gyrating vortex (Fig. 2F). Moreover, magnon- magnon interac-
tions with the gyration result in the strong deviations of the Floquet 
branches from being mere Ω- shifted copies of the original dispersion. 
This becomes apparent by overlaying the regular ground-state magnon 
dispersion over the Floquet spectrum shown in Fig. 2F, where large 
deviations can already be seen in the zeroth- order branches λ = 0. Such 
renormalizations are a hallmark of Floquet systems (46–50) and can-
not be accounted for by simple frequency multiplication.

Ĥ = ΩN̂σ +
∑

nm

ωnmn̂nm + Ĥ int  (1)

Ĥ
(1)

= eiΩt
∑

n

UnσÂ
†

σ
ânσ + h.c.  (2)

Ĥ
(2)

= eiΩt
∑

nn’m

Vnn’mσÂ
†

σ
ân’−m+σânm + h.c.

 (3)

Û
(
t2, t1

)
= e−iK̂(t2)e−iĤF (t1−t2)eiK̂(t1)  (4)

ωnmλ=ω′
nm

+ω0+λΩ with λ=0, ±1, ±2, ...  (5)

C 
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B

A

Fig. 1. Mechanism for driving Floquet magnon modes inside a magnetic disk. (A) Driving an internal, subgigahertz 
gyration mode of the magnetic vortex induces Floquet magnon states. (B) Self- induced Floquet states are generated when 
exciting gigahertz magnon modes through nonlinear coupling to the internal low- frequency mode. (C) Vortex ground state 
in a magnetic disk, with the magnetic moments (white arrows) curling in- plane around the vortex core (blue arrow), a 
narrow region at the disk center where the magnetization points perpendicularly to the film plane. (D) Gyration of the 
vortex core around its equilibrium position, driven by oscillatory external fields in the megahertz range, fg (curved red 
arrow). (E) Regular magnon modes with frequency fnm in the gigahertz range, where the vortex core remains quasistatic in 
the disk center. Here, the lowest- order mode with radial index n = 0 and azimuthal index m = 0 is sketched. Displace-
ments and amplitudes are not drawn to scale.
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An opaque mask with a 3-µm-diameter circular field of view (FOV) 
is placed in close proximity to the magnetic film to confine the XUV 
illumination. The scattering signal is recorded in the far field, and the 
amplitude and phase of the electric field exiting the sample are numeri-
cally reconstructed using iterative phase retrieval. For each magnetic 
image, two sets of data are recorded with left- and right-circularly 
polarized XUV pulses, respectively, to isolate the magnetic signal from 
non-magnetic contribution via XMCD. The illumination wavelength is 
tuned to maximize the phase difference contrast (φL(r) − φR(r)) at the 
core-level absorption edge. Here r denotes the position vector within 
the FOV. Example domain patterns in different materials and composi-
tions are shown in Fig. 1b,c. In particular, we show domain images of 
both Fe- and Co-based samples (Fig. 1b), where the magnetic contrasts 
originate from Fe and Co M2,3 edges, respectively, which demonstrates 
the versatility of the imaging approach across different materials and 
compositions. Note that Fig. 1c presents an image of a ferrimagnetic 
sample close to its magnetic compensation point, where opposing 
magnetic sub-lattices of Co and Tb cancel the net magnetization. Owing 
to the element-specific contrast of the imaging scheme, the domain 
texture is clearly resolved. A consistent isotropic sub-wavelength 
resolution of 13.5 nm is achieved, with maximum scattering angles 
corresponding to a numerical aperture of 0.73. Further details on the 
quantification of spatial resolution based on Fourier ring correlation, 
phase retrieval transfer function and real-space analysis are provided 
in Supplementary Information.

Real-space images enable the direct extraction of local DW profiles 
(Fig. 1c, right), where two example lineouts perpendicular to a DW are 
taken. For thin films with strong perpendicular magnetic anisotropy, 
DWs can be described by a hyperbolic tangent function13,14,44,45:

M

z

(x) = M

0

tanh

x − x

0

w

, (1)

where x denotes the position along a lineout perpendicular to the DW 
contour, M0 is the out-of-plane magnetization of the magnetic domain, 
x0 is the centre position of the DW and w is its width parameter. To 
obtain local DW profiles throughout the FOV, we first identify a coarse 
set of DW locations using contours with φL(r) − φR(r) = 0. Coordinates 
for the profiles {x} are, thus, lines perpendicular to the contours at 
every point. To ensure unbiased measurements, the contours used 
to determine DW locations are identified first and kept fixed for DW 
width measurements in subsequent images. At each location along 
the contour, the local width parameter w and the centre position x0 are 
obtained by fitting equation (1) to the isolated DW profile.

Figure 2a,b shows an example of DW mapping in a Tb25Co75 sample. 
The local DW profiles are first identified across the FOV, and their 
extracted widths are shown in Fig. 2b using a green–yellow colour map. 
The measured DW width in this sample follows a normal distribution, 
with an average of ̄

w = 15 nm and a standard deviation σw = 2.1 nm. It is 
important to note that at a given spatial resolution, the precision of 
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Fig. 2 | Magnetic domain imaging before optical excitation (time delay t < 0).  
a, Example of a magnetic domain texture in a Tb25Co75 alloy sample. b, Local DW 
width across the FOV is shown in a green–yellow colour map. The fitted DW  
width is 15.2 ± 2.1 nm. c, Correlation plots of the DW widths extracted from 2 
independent measurements using a total of ~19 min (blue circles) and ~95 min 
(orange circles) of exposure time per image. The spread of the off-diagonal 

distribution (inset) represents the difference in DW widths measured at the same 
locations in the 2 independent datasets, indicating the measurement precision 
(standard deviation σδw reaching 0.8 nm). d, Correlation function of the DW width 
with respect to the distance between DW locations (circles), which is fitted with a 
single exponential function exp(−|r

i

− r

j

|/D

w

) (dashed line) with decay length  
Dw = 39 nm.

H.-T. Chang et al. (2026) 
Nat. Mater.

NATURE NANOTECHNOLOGY | VOL 8 | MARCH 2013 | www.nature.com/naturenanotechnology 153

commentary

on the controlled motion of these particle-
like magnetic nanostructures.

Today’s hard-disk drives achieve very 
high densities of information storage, 
but the complexity and fragility of their 
mechanical parts motivate the need for 
solid-state devices with comparable or 
higher bit densities. !e archetype of such 
devices is the so-called racetrack memory5 
in which the information is coded in a 
magnetic nanoribbon by a train of up or 
down magnetic domains separated by 
domain walls (DWs). !e train of DWs can 
be moved electrically by spin torque to read 
or write the magnetic information. However, 
challenges such as reducing the critical 
currents for DW motion while keeping 
high velocities and avoiding the detrimental 
e"ects of defects must be addressed before 
this approach can be translated into a 
competitive technology. !e intrinsic 
properties of magnetic skyrmions might 
help tackle most of these issues. 

The origin of skyrmions
!e spin texture of a magnetic skyrmion6 

is a stable con#guration (or metastable 
in some cases) that, in most systems 
investigated up to now, originates 
from chiral interactions, known as 
Dzyaloshinskii–Moriya interactions 
(DMIs)7–9. Such interactions are induced 
because of the lack or breaking of inversion 
symmetry in lattices or at the interface 
of magnetic #lms, respectively. !e DMI 
between two atomic spins S1 and S2 can be 
expressed as: HDM = %D12 · (S1 & S2).

For ultrathin magnetic #lms, which 
are the main focus here, interfacial DMIs 
have been predicted10 from a 3-site indirect 
exchange mechanism11 between two atomic 
spins S1 and S2 with a neighbouring atom 
having a large SOC. !e resulting DMI 
vector is perpendicular to the plane of the 
triangle (Fig. 1e). At the interface between 
a ferromagnetic thin layer and a metallic 
layer with a large SOC, this mechanism 
generates a DMI for the interface spins S1 
and S2 with the DMI vector D12 shown in 
Fig. 1f (ref. 10). !e existence of such an 
interfacial DMI has also been derived from 
ab initio calculations for the Ir(111)/Fe 

interface12. !e magnitude of the interfacial 
DMI can be very large, ~10–20% of 
the exchange interaction in analytical 
calculations10,11 and up to 30% in ab initio 
calculations12.

Starting from a ferromagnetic state 
with S1 parallel to S2, the DMI tilts S1 with 
respect to S2 by a rotation around D12. In 
a two-dimensional (2D) ferromagnet with 
uniaxial anisotropy and a non-negligible 
DMI compared with the exchange 
interaction, the energy is minimized by the 
skyrmion structure in Fig. 1a for D12 ^ R12 
and Fig. 1b for D12 || R12, where  R12 is the 
vector joining the site of S1 to the site of 
S2. !e extension of this principle to a 3D 
lattice is straightforward, the skyrmion 
structure is obtained by a translation 
along the anisotropy axis and is made of 
skyrmion tubes.

A large value of the ratio between 
D = |D12| and the exchange coupling J 
favours a faster rotation of the spin, reducing 
the skyrmion size (at least in the absence 
of other interactions like edge e"ects). !e 
smaller skyrmion size in skyrmion lattices 

HDM = −D12 • (S1 × S2)

Large SOC

D12

S2

S1

Large SOC

D12

S2

S1

a

b

dc

90 nm

e f

Figure 1 | Spins in a skyrmion. a,b, Skyrmions in a 2D ferromagnet with uniaxial magnetic anisotropy along the vertical axis. The magnetization is pointing up on 
the edges and pointing down in the centre. Moving along a diameter, the magnetization rotates by 2π around an axis perpendicular to the diameter (a) and by 
2π around the diameter (b), which corresponds to di!erent orientations of the Dzyaloshinskii–Moriya vector. c, Lorentz microscopy image13 of a skyrmion lattice 
(of the type shown in  Fig. 1b) in Fe1%xCoxSi. d, Sketch of a nano-skyrmion structure observed in Fe monolayers on Ir(111) (ref. 12). e, Schematic of a DMI generated 
by indirect exchange for the triangle composed of two atomic spins and an atom with a strong SOC11. f, Sketch of a DMI at the interface between a ferromagnetic 
metal (grey) and a metal with a strong SOC (blue). The DMI vector D12 related to the triangle composed of two magnetic sites and an atom with a large SOC 
is perpendicular to the plane of the triangle. Because a large SOC exists only in the bottom metal layer, this DMI is not compensated by a DMI coming from a 
symmetric triange10. Figure reproduced with permission from: a,b, ref. 24, © K. Everschor, Univ. of Köln; c, ref. 13, © 2010 NPG; d, ref. 12, © 2011 NPG.
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Skyrmions

Fig. 4 Atomistic spin dynamics simulations of the nucleation process. a Time evolution of
total isotropic and Bragg-like scattering in the simulation, bath temperature, and total topological
charge (skyrmion count). a.u., arbitrary units. Gray dashed lines indicate the time points shown in
(c)–(h). Simulation times are compressed relative to the experiment. b Conceptual energy diagram (E
vs. reaction coordinate RC) illustrating the high-temperature nucleation regime and low-temperature
decay regime inside and outside irradiated dots. c-h Snapshots of simulated real-space magnetic
textures and the corresponding calculated scattering patterns. Colors indicate the out-of-plane mag-
netization component and scattering intensity, respectively. Dashed squares in (c) outline the regions
of reduced anisotropy.
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The effective theory predicts that the number of nucle-
ation skyrmions can be directly controlled using the
cooldown time of the pulse, which experimentally is
feasible by engineering the heat diffusion and pulse length
of the laser. For example, the metastable skyrmions
considered here could be written with high and short
pulses, while they could be erased with lower and wider
pulse profiles as a sort of annealing, representing fully
heating-based stochastic switching.
To test this hypothesis and the validity of the effective

theory for time-dependent temperatures, ASD simulations
were performed (using the UppASD package [56]). Such
simulations were previously used to corroborate experimen-
tal results on laser-induced skyrmion nucleation [23]. In this
case, effective theory parameters are obtained by fitting
relaxation at constant temperatures, remaining well within
the range of energies expected based on the spin textures
involved [39,40]. The details of this can be found in the
Supplemental Material [38]. In ASD, one considers discrete
classical magnetic moments mi on a lattice, usually the
square lattice. The Hamiltonian for the moments is given by

HASD ¼ −
X

i≠j
Jijmi ·mj −

X

i≠j
Dij · ðmi ×mjÞ

−
X

i

Km2
i;z −

X

i

MB ·mi; ð12Þ

which includes the ferromagnetic exchange Jij > 0, DMI
Dij, uniaxial anisotopy K, and the interaction with an
external field B. We take over the parameter set from
Ref. [23] that is known to qualitatively match the exper-
imental system, and in particular to support skyrmions.
However, we increase the external field strength to B ¼
0.75 T to ensure that the homogeneous “empty” state has a
lower energy than the skyrmion state as above. We use a
(spatially homogeneous) exponential rise and decay on top
of a base temperature T0 ¼ 4 K to model a temperature
profile induced by a laser (or current) pulse:

TðtÞ ¼ T0 þ T1ð1 − e−t=τriseÞe−t=τfall ; ð13Þ

with T1 ¼ cðτrise; τfallÞTpeak, where c is chosen such that the
peak of the pulse is Tpeak above T0. The parameters τrise and
τfall control the rise time and decay time of the pulse,
respectively. To test the temperature-induced writing and
erasing, we apply two pulses as shown in Figs. 3(a) and 3(b)
after initializing the system in the fully field-aligned state. The
first pulse has height Tpeak ¼ 20 K with fast heating and
cooling given by τrise ¼ 1 ps and τfall ¼ 30 ps, while the
secondpulse heats and coolsmore slowlywith τrise ¼ 300 ps,
τfall ¼ 500 ps, and reduced height Tpeak ¼ 12 K.
The time trace of the number of skyrmions N resulting

from this temperature profile is shown for an ASD
simulation (points), as well as for the effective theory
(solid line and shaded area) in Figs. 3(c) and 3(d). The solid
line represents the expectation value hNi, and the shaded

area represents the standard deviation
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
VarðNÞ

p
of the

number of skyrmions calculated using the effective theory.
We find excellent agreement between the curves for N for
both the writing and the erasing. The dynamics of the
magnetization texture in Fig. 3(e) are, moreover, in accor-
dance with the assumptions and trends described by the
effective theory.While the system is hot during the first pulse,
skyrmions spontaneously appear (and disappear) at random
places, most of which freeze in during the rapid cooldown.
The second, longer pulse drives the system closer to Neq by
allowing a random subset of skyrmions to annihilate.
Discussion—Although we illustrated the case of meta-

stable skyrmions, the model is equally applicable to
systems in which skyrmions are the ground state
(EN ≤ ED). Furthermore, within the same framework,
several refinements and generalizations can be imple-
mented with minimal changes. One refinement concerns
dipolar fields (see Supplemental Material [38]), which, in
addition to stabilization, give rise to an instantaneous
skyrmion-skyrmion interaction. This can be incorporated
by making ED density dependent, but the effect is only
expected to be relevant at high skyrmion densities. Another
extension is the inclusion of spatial inhomogeneity, which
can be addressed by dividing the system into quasihomo-
geneous regions, provided they remain larger than the
skyrmion size. This is applicable to spatial intensity profiles
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FIG. 3. Prediction of (a), (c) heat-induced nucleation and
freezing in of skyrmions by a short heat pulse and (b), (d)
annihilation of the same skyrmions by slow annealing and
quasiadiabatic cooldown. Panels (a) and (b) show the temperature
profile of the different heat pulses, while (c) and (d) show the
resulting mean number of skyrmions hNðtÞi (with standard
deviation σ) as predicted by the effective theory from this Letter,
compared with a full ASD simulation. Representative snapshots
of the out-of-plane magnetization mz from the ASD simulation
are shown in panel (e).

PHYSICAL REVIEW LETTERS 136, 146705 (2026)

146705-5

Liefferink et al. (2026) Phys. Rev. Lett. 136, 146705



Quantum dynamics of magnetic spin textures

• Succes simulating key physics with 
atomistic spin dynamics!


• Simulate system sizes of 100 x 100 
with atomistic spin dynamics


• What would happen when taking into 
account quantum effects?

3Scaling Neural Quantum States beyond 10000 quantum spins
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The observed multi-pulse formation of the SDN deviates from the established understanding of deterministic 
switching in Co/Pt multilayers. The conventional models explain all-optical switching in ferromagnetic thin films 
as nucleation followed by the gradual growth of domains, driven by temperature differences across domain walls 
[37, 40–42]. This gradient arises from the MCD effect across a domain wall caused by differences in absorbed 
laser power for domains with opposite directions of magnetization. The subsequent temperature difference drives 
the domain wall from the colder toward the hotter region. For instance, temperature gradients on the order of ∇T 
= 1 K/nm have been reported [40–42, 58]. It remains uncertain whether the temperature gradient also plays a 
dominant role in deterministic switching at the nanoscale. In this scenario, we would expect a steady-state growth 
of domains with each laser pulse, resulting in growth that is uniformly distributed along the entire domain wall. 
This should maintain the complexity of the nucleated domains. However, this expectation contrasts sharply with 
the results of our experiments.  

We conducted the following experiment to investigate the contribution of the MCD-derived domain wall 
motion to the deterministic switching process at the nanoscale. Using the fluence FDM, we first nucleate a set of 
mutually isolated domains, see Fig. 3. Next, we illuminate the nucleated domains with identical pulses but with a 
fluence below FDM, thus prohibiting further nucleation of the domains. This allows us to investigate the growth of 
the existing domains solely. As circularly polarized pulses are more strongly absorbed by the GS state, the 
temperature is higher outside the sub-micrometer isolated domains, and thus, the domains are expected to grow. 
In contrast to these expectations, Fig. 3 shows that at F=2.4 mJ/cm2 < FDM, nucleated domains became smaller 
with each subsequent pulse until the third below-threshold pulse annihilated them. These observations prove that 
an effective magnetic field originating from the MCD-induced thermal gradient is not the dominant mechanism 

Fig. 2 Multi-pulse evolution of stochastic domain networks. (a) MFM images of the laser-induced stochastic domain networks as a function 
of the number of pulses N at a fluence of F = 2.26 mJ/cm2. The lower panel shows the result of the simulations using a probabilistic energy 
barrier-based model (details, see below). The scale bar is 5 µm. (b) The normalized switched area As/Ab (gray) and the fractal dimension D 
(red) as a function of the incident number of circularly polarized laser pulses N, calculated from the experiment and simulation, respectively. 
The solid lines serve as a guide for the eye. The switched area grows linearly up to 10 pulses, as can be seen in the experiments and simulations. 
In D, we observe a rapid increase to D = 1.27±0.07 (1.17±0.08) from 0 to 6 pulses, followed by a decrease to D = 1.23±0.05 (1.13±0.06) for 
experiments (simulations). A red dashed line highlights the fractal dimension in the DS state (See Fig.1 c). 
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FIG. 8. (a) (Top) Magneto-optical images of a laser-induced
domain wall displacement region separating M↓ and M↑ domains,
when subjected to the repetitive action of the σ−-pump pulses at
the center of the dashed circle. The repetition rate is 1 Hz. The
pump fluence is 0.4 mJ/cm2 and the pulse duration is 4.0 ps.
(Bottom) Same as (top) but for the case of σ+-pump pulse pulses.
We have used dashed curves to show the initial position of the DW.
Note that the direction of displacement of the DW is controlled with
the helicity of the laser pulses. (b) Reflected intensity signals, off
the sample surface, of σ− (left) and σ+ (right) circularly polarized
laser plotted as a function of applied magnetic field. The light used
is a continuous wave He:Ne laser with an emission wavelength at
633 nm. Note that similar results are obtained when the incident light
is replaced with a 100 fs, 1 kHz repetition laser at a wavelength of
800 nm.

temperature gradients in a ferromagnetic nanowire cause a DW
motion also arising from a magnonic spin Seebeck effect. We
analyze our DW displacement results in light of these findings
assuming that due to differential absorption of a σ -laser pulse,
there exists a temperature gradient across the DW. A magnonic
spin current that drives the magnons from hotter to colder
regimes. However, due to conservation of angular momentum,
this spin current drags the DW towards a hotter region. The
DW slides without any precession until the walker breakdown
limit is reached. The velocity of this sliding is given by the
temperature gradient across the DW. As reported in Ref. [30],
the DW in a ferromagnetic nanowire with a damping constant
(α) of 0.1, displaces about 45 nm within 1 ns. However, the
sliding of the DW due to thermal gradient is strongly dependent
on the value of α. We expect α for our samples to be similar to
those reported in Ref. [26] for Co/Pt multilayers. The typical

values of α = 0.1 agree with the simulated values in Ref. [30].
Thus, the calculated thermal gradient DW displacement
values can be compared with our measured laser-induced
DW displacement. Assuming a 1 K difference in temperature
after optical excitation, this would result in a 0.2 K/nm across
a 5 nm DW. According to Ref. [30], this gradient yields a
45 nm DW displacement which is in agreement with our
measurements.

While there is no qualitative difference in the reversal
behavior with P , within the error bars in our statistics the
experiments with P ! 0.01 s requires a somewhat larger
number of pulses reverse the magnetization (Fig. 5). This
difference suggests that there is a modest accumulation of heat
in the sample that has been observed in a similar experiment
with high repetition rate optical excitations [32]. This results
in reducing the overall net magnetization in the laser-exposed
region. As a result of which, the temperature gradient created
across the DW will be lower than what it should be in the
case of higher P values. Hence, the laser-induced displacement
of the DW becomes ineffective and requires a larger number
of pump pulses before the size of the laser-induced reversed
domain reaches its equilibrium value. This is consistent with
the laser conditions determined from the P = 0.002 s case
presented in Fig. 1.

The pulse length dependence study clearly revealed that the
lattice temperature is the most dominant one in determining
the initial demagnetization induced by the laser pulses. The
time scale of a few picoseconds suggests that the electron-
phonon interaction, responsible for equilibrating the electron
and lattice temperatures, plays an important role. However, we
still have to understand why multipulse excitation with either
longer pulses with slightly higher fluences or shorter pulses
with slightly lower fluences cannot switch but only induce a
multidomain pattern still remains to be answered.

In conclusion, we have experimentally determined the mul-
tiscale spatial and temporal processes of helicity-dependent
all-optical switching in ferromagnetic Co/Pt multilayers. We
successfully demonstrated that the magnetic switching is
multipulsed in nature. Since submission of this paper there
have been several recent reports that are in good agreement
with our findings [16,33–35]. We also showed that the
multipulse switching, in ferromagnetic thin films, proceeds via
thermally induced stochastic nucleation of reversed domains
followed by a helicity-dependent deterministic growth via
DW motion. By varying the delay between pump pulses, we
further identified the regime, pulse repetition rate "100 Hz,
where heat accumulation affects the growth of the reversed
magnetic domains. The controllability over the direction of
the DW displacement from the nucleation sites is the key
element of the growth process. We revealed that during the
initial helicity-dependent growth, a single pump pulse results
in a DW displacement of 50 nm. This suggests that during
the initial growth regime the DW is most likely driven by the
thermal gradient which emerges due to the significant value of
magnetic circular dichroism in these Co/Pt multilayers.
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(clockwise) Bloch chirality (a transport of intensity reconstruc-
tion of the in-plane spin configuration is shown in Extended Data 
Fig. 4a). The black and white contrast appears with approximately 
equal probability. However, this only illustrates that the Bloch chi-
rality, which is not a topological number, is randomly assigned, as 
expected in this non-chiral material. More importantly, the fact 
that all the circular features, regardless of colour, exhibit an isotro-
pic LTEM contrast means that the spins rotate exactly once when 
moving along the domain perimeter. This implies that, even though 
the material itself is non-chiral and quasistatically generated spin 
textures are non-topological (Extended Data Figure 4b), all the 
laser-nucleated spin textures in our image share the same unit topo-
logical charge: they are skyrmions.

Signatures of a dynamical phase transition
Before we studied the dynamics of all-optical topological switch-
ing, we performed a systematic scan of the parameter space, from 
which we found two types of switching: thermally activated reversal 
and phase-transition-mediated switching. These two regimes are 
illustrated by the evolution of spin textures after consecutive laser 
pulses, as shown in Fig. 3a. At low fluences, we observed gradual, 
probabilistic switching, in which an initially saturated material is 
first transformed into a stripe domain state by one or a few laser 
pulses and this stripe domain state gradually evolves into a dense 
skyrmion texture by >104 pulses (see Supplementary Section 2 for 

the images that correspond to Fig. 3a). By contrast, above a sharp 
critical fluence of ~15 mJ cm–2, we deterministically observed pure 
skyrmion states after just one laser pulse. This abrupt increase of 
the switching rate points to a critical behaviour, as expected in the 
vicinity of a (dynamical) phase transition, which we here character-
ize by the emergence of a global topological charge.

The switching thresholds were similar in both materials 
(Supplementary Section 3), and the same threshold behaviour was 
observed whether starting from a uniform or stripe domain state 
(Fig. 3b). The threshold was independent of the pulse duration for 
pulses between 250 fs and 10 ps, as demonstrated in Fig. 3b. The 
density of skyrmions above the fluence threshold was constant 
(Supplementary Sections 2 and 3). Moreover, the distribution of 
laser-induced skyrmions, as shown in the inset of Fig. 3a, was charac-
terized by a variance-over-mean of 1.6 ≈ 1, indicative of a shot-noise 
Poisson distribution with a homogeneous nucleation probability. 
This contrasts with spin-torque mediated skyrmion nucleation in 
nominally the same material24, in which a variance-over-mean of 
12.1 ≫ 1 was found in accordance with the fact that spin-torque 
nucleation relies on extrinsic lateral inhomogeneities to break the 
symmetry at the point of nucleation24,30 (see Extended Data Fig. 5 
and Supplementary Section 4 for details). Even though the defect 
density and strength are different for each sample, our observations 
provide a strong indication that all-optical topological switching  
is an intrinsic process. Our observations are also in contrast with 

broken time
symmetry

symmetry

Fig. 2 | All-optical topological switching in Pt/CoFeB/MgO and Pt/Co. a, Single-shot laser-induced phase transitions in Pt/CoFeB/MgO at a variable 
external perpendicular magnetic field following the sequence (1)!→!(3) illustrated in Fig. 1a at Bz!=!19!mT (top) and after a.c. out-of-plane demagnetization 
(bottom). The background shows scanning electron micrographs of the respective samples (see Extended Data Fig. 2 for larger scanning electron micrograph 
images). The grey contrast of the images in the circles represents the out-of-plane magnetization mz. The switching fluence was 16!mJ!cm–2. b, Trajectories of 
laser-nucleated skyrmions in Pt/CoFeB/MgO driven by spin–orbit current pulses j in a positive field (37!mT, left) and in a negative magnetic field (−36!mT, 
right) (see Extended Data Fig. 3 for all the frames). The dark-grey background indicates areas outside the magnetic track. The dashed circle marks our field of 
view. Full circles correspond to skyrmion positions and the lines connect positions of the same skyrmion in subsequent frames. Position error bars are smaller 
than the data points. The topology Q is confirmed by the angle of the trajectory v with respect to the current direction j. c, Same data as in a, but for Pt/Co, 
following the sequence (1)!→!(3) illustrated in Fig. 1a at Bz!=!41!mT and a fluence of 17!mJ!cm–2 (top) after a.c. out-of-plane demagnetization and a fluence of 
65!mJ!cm-2 (bottom). d, LTEM of laser-nucleated skyrmions in Pt/Co in a field of 25!mT using the overfocus imaging condition. Bright (dark) contrast inside a 
circular texture indicates anticlockwise (clockwise) Bloch chirality. Scale bars, 500!nm.
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Figure 5. Speed of fluctuation-free topological switching (simulation). The plot shows the modulation
amplitude (!mz = →mz↑max

z ↓ →mz↑min
z ) of the z-averaged out-of-plane magnetization, i.e., the metric that

corresponds to the total intensity in a time-resolved SAXS experiment. The initial state (before time zero) is
a quasi-homogeneous ground state at ” = 650K. Time is measured starting from the instant lowering of the
pseudo-temperature ” is to 300K. The shaded areas are a guide to the eye, marking the succession of magnetic
states. Insets display exemplary states during the nucleation process.

tions [43], in quantum gases [44], or dipolar superfluids [45]. Here, we have shown that such pathways

can also drive topological transitions in magnetic systems.

The proposed fluctuation-free mechanism contrasts with conventional models of skyrmion formation

that rely on thermal fluctuations [16]. However, the two processes are not mutually exclusive and

may both contribute to cocoon formation. In the static measurements discussed here, the persistence

of a finite order parameter and the agreement with simulations indicate that the instability-driven,

fluctuation-free pathway is dominant. Nonetheless, in other experimental conditions and for ultrafast

excitation stimuli, this may change. Figure 5 shows the simulated speed of cocoon nucleation after

instantaneous cooling from a quasi-homogeneous state. While the transition from weak stripe domains

to skyrmionic cocoons occurs within a few hundred picoseconds, a timescale comparable to laser-induced

skyrmion nucleation, the formation of the weak-stripe precursor can extend over one nanosecond. At

ultrafast timescales, thermal fluctuations may therefore play a more decisive role, and the balance be-

tween the two nucleation pathways remains an open question. Future time-resolved experiments may

disentangle these two contributions: SAXS could distinguish between fluctuations and weak stripes

immediately after excitation, while time-resolved magnetometry could establish whether a spin reorien-

tation transition occurs even during ultrafast excitation processes.

CONCLUSION

Our results establish a general pathway for the nucleation of topological magnetic domains, pro-

ceeding through a sequence of spontaneous modulational instabilities. Our work also provides design

principles for engineering fluctuation-free formation of topological states in magnetic thin films. The
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commentary

on the controlled motion of these particle-
like magnetic nanostructures.

Today’s hard-disk drives achieve very 
high densities of information storage, 
but the complexity and fragility of their 
mechanical parts motivate the need for 
solid-state devices with comparable or 
higher bit densities. !e archetype of such 
devices is the so-called racetrack memory5 
in which the information is coded in a 
magnetic nanoribbon by a train of up or 
down magnetic domains separated by 
domain walls (DWs). !e train of DWs can 
be moved electrically by spin torque to read 
or write the magnetic information. However, 
challenges such as reducing the critical 
currents for DW motion while keeping 
high velocities and avoiding the detrimental 
e"ects of defects must be addressed before 
this approach can be translated into a 
competitive technology. !e intrinsic 
properties of magnetic skyrmions might 
help tackle most of these issues. 

The origin of skyrmions
!e spin texture of a magnetic skyrmion6 

is a stable con#guration (or metastable 
in some cases) that, in most systems 
investigated up to now, originates 
from chiral interactions, known as 
Dzyaloshinskii–Moriya interactions 
(DMIs)7–9. Such interactions are induced 
because of the lack or breaking of inversion 
symmetry in lattices or at the interface 
of magnetic #lms, respectively. !e DMI 
between two atomic spins S1 and S2 can be 
expressed as: HDM = %D12 · (S1 & S2).

For ultrathin magnetic #lms, which 
are the main focus here, interfacial DMIs 
have been predicted10 from a 3-site indirect 
exchange mechanism11 between two atomic 
spins S1 and S2 with a neighbouring atom 
having a large SOC. !e resulting DMI 
vector is perpendicular to the plane of the 
triangle (Fig. 1e). At the interface between 
a ferromagnetic thin layer and a metallic 
layer with a large SOC, this mechanism 
generates a DMI for the interface spins S1 
and S2 with the DMI vector D12 shown in 
Fig. 1f (ref. 10). !e existence of such an 
interfacial DMI has also been derived from 
ab initio calculations for the Ir(111)/Fe 

interface12. !e magnitude of the interfacial 
DMI can be very large, ~10–20% of 
the exchange interaction in analytical 
calculations10,11 and up to 30% in ab initio 
calculations12.

Starting from a ferromagnetic state 
with S1 parallel to S2, the DMI tilts S1 with 
respect to S2 by a rotation around D12. In 
a two-dimensional (2D) ferromagnet with 
uniaxial anisotropy and a non-negligible 
DMI compared with the exchange 
interaction, the energy is minimized by the 
skyrmion structure in Fig. 1a for D12 ^ R12 
and Fig. 1b for D12 || R12, where  R12 is the 
vector joining the site of S1 to the site of 
S2. !e extension of this principle to a 3D 
lattice is straightforward, the skyrmion 
structure is obtained by a translation 
along the anisotropy axis and is made of 
skyrmion tubes.

A large value of the ratio between 
D = |D12| and the exchange coupling J 
favours a faster rotation of the spin, reducing 
the skyrmion size (at least in the absence 
of other interactions like edge e"ects). !e 
smaller skyrmion size in skyrmion lattices 

HDM = −D12 • (S1 × S2)

Large SOC

D12

S2

S1

Large SOC

D12

S2

S1

a

b

dc

90 nm

e f

Figure 1 | Spins in a skyrmion. a,b, Skyrmions in a 2D ferromagnet with uniaxial magnetic anisotropy along the vertical axis. The magnetization is pointing up on 
the edges and pointing down in the centre. Moving along a diameter, the magnetization rotates by 2π around an axis perpendicular to the diameter (a) and by 
2π around the diameter (b), which corresponds to di!erent orientations of the Dzyaloshinskii–Moriya vector. c, Lorentz microscopy image13 of a skyrmion lattice 
(of the type shown in  Fig. 1b) in Fe1%xCoxSi. d, Sketch of a nano-skyrmion structure observed in Fe monolayers on Ir(111) (ref. 12). e, Schematic of a DMI generated 
by indirect exchange for the triangle composed of two atomic spins and an atom with a strong SOC11. f, Sketch of a DMI at the interface between a ferromagnetic 
metal (grey) and a metal with a strong SOC (blue). The DMI vector D12 related to the triangle composed of two magnetic sites and an atom with a large SOC 
is perpendicular to the plane of the triangle. Because a large SOC exists only in the bottom metal layer, this DMI is not compensated by a DMI coming from a 
symmetric triange10. Figure reproduced with permission from: a,b, ref. 24, © K. Everschor, Univ. of Köln; c, ref. 13, © 2010 NPG; d, ref. 12, © 2011 NPG.

© 2013 Macmillan Publishers Limited. All rights reserved

Fig. 4 Atomistic spin dynamics simulations of the nucleation process. a Time evolution of
total isotropic and Bragg-like scattering in the simulation, bath temperature, and total topological
charge (skyrmion count). a.u., arbitrary units. Gray dashed lines indicate the time points shown in
(c)–(h). Simulation times are compressed relative to the experiment. b Conceptual energy diagram (E
vs. reaction coordinate RC) illustrating the high-temperature nucleation regime and low-temperature
decay regime inside and outside irradiated dots. c-h Snapshots of simulated real-space magnetic
textures and the corresponding calculated scattering patterns. Colors indicate the out-of-plane mag-
netization component and scattering intensity, respectively. Dashed squares in (c) outline the regions
of reduced anisotropy.
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The frequency comb appears only when both drives fnm and fg are 
applied simultaneously. The additional low- amplitude, low- frequency 
drive modulates the ground state, generating Floquet magnon states. 
This behavior is reproduced in simulations when a rotating in- plane 
magnetic field at fg is added to the simulation. The resulting spectra 
(Fig. 2F) exhibit Floquet magnon bands induced by the core gyration. For 
larger |m|, these bands resemble the regular magnon dispersion shifted 
by ±fg and ±m = 1, leading to band crossings for negative m (fig. S3, C 
and E). For smaller |m|, however, the bands deviate strongly from the 
regular magnon dispersion, showing pronounced avoided level crossings 
and enhanced frequency splitting between opposite m modes (fig. S3E).

Floquet theory
Although micromagnetic simulations reproduce the quantitative 
changes in the magnon spectrum, they offer limited insight into the 
physical origin of the additional bands. To gain qualitative understand-
ing, we use a many- particle Floquet theory that incorporates nonlinear 
magnon- magnon interactions. Although often involving a high- 
frequency expansion, Floquet theory is also commonly applied to sys-
tems with a low- frequency drive (44), such as ours, provided that the 
high- frequency modes remain coherent on the timescale of the drive. 
For the vortex, this requires the magnon lifetimes τnm ≈

(
αωnm

)−1 
(with α being the damping parameter of the material) to exceed the 
gyration period Tg = f −1

g
. In Ni80Fe20, with α ≲ 0.01, we find τnm ∕Tg > 1 

(supplementary note N2 and fig. S4), satisfying the coherence condi-
tion. Indeed, micromagnetic simulations show that the Floquet states 
gradually vanish as τnm decreases (supplementary note N3 and fig. S6).

We model the coupled dynamics by the Hamiltonian (with ℏ = 1),

where N̂σ = Â
†

σ
Âσ denotes the occupation number of the gyrotropic mode 

with frequency Ω = 2πfg and gyration sense σ = ± 1, and ̂nnm = â
†

nm
ânm 

represents the quantized magnon modes 
with frequency ωnm. The bosonic operators 
Â
†

σ
 
(
Âσ

)
 and â†

i
 
(
âi
)
 describe the creation 

(annihilation) of the vo rte x gyration and 
magnon modes, respectively, and Ĥ int 
en codes their nonlinear coupling. Mov-
ing into the Dirac picture with respect 
to the gyrotropic mode Âσ by transform-
ing Â → exp(−iΩt) Â allowsus to drop 
the term ΩN̂ . Then, the low est- order 
 terms of the interaction Hamiltonian 
Ĥ int = Ĥ

(1)
+ Ĥ

(2)
+ ... are given as

and describe two-  and three- particle scat-
tering (with “h.c.” denoting the Hermitian 
conjugate) (fig. S7). The parameters Unσ 
and Vnn′mσ describe the coupling of the 
regular magnon modes âi to the core gy-
ration Âσ, which is conceptually similar 
to the magnon scattering on a traveling 
magnetic domain wall. These parame-
ters can be found qualitatively in a 
Lagrangian approach assuming a con-
stant gyration radius (supplementary 
note N4). In conventional Floquet sys-
tems, periodic quasi- energy levels arise 

already from linear coupling to the drive. Here, however, Ĥ
(1)

 couples 
only azimuthal modes with m = σ = ±1 to the gyration mode (45). 
Therefore, explaining the appearance of Floquet bands for large azi-
muthal indices requires inclusion of the nonlinear term Ĥ

(2)
.

Under steady- state gyration, Ĥ(t) becomes periodic in time, allowing 
the application of Floquet’s theorem. The theorem states that the spec-
trum in a time- periodic system can be obtained from the Floquet 
Hamiltonian ĤF, which enters in the total time- evolution operator,

Here, K̂(t) = K̂
(
t+Tg

)
 is the kick operator, which is time- periodic with 

period Tg = 2π∕Ω (46–48). Consequently, the Floquet spectrum is de-
fined only up to a multiple of the gyration frequency Ω and can be 
indexed with an additional mode index λ. For the present model, K̂(t) 
and ĤF can be found analytically (supplementary note N5), resulting 
in the Floquet spectrum

where ω0 is a constant frequency shift caused by the slight change in 
the ground state energy with respect to the static vortex. Notably, the 
frequencies ω′

nm
≠ ωnm of the new modes do not coincide with the 

frequencies of the original magnon modes ωnm but include nonpertur-
bative corrections stemming from magnon- magnon interactions. This 
model explains the appearance of additional modes in the magnon spec-
trum of a gyrating vortex (Fig. 2F). Moreover, magnon- magnon interac-
tions with the gyration result in the strong deviations of the Floquet 
branches from being mere Ω- shifted copies of the original dispersion. 
This becomes apparent by overlaying the regular ground-state magnon 
dispersion over the Floquet spectrum shown in Fig. 2F, where large 
deviations can already be seen in the zeroth- order branches λ = 0. Such 
renormalizations are a hallmark of Floquet systems (46–50) and can-
not be accounted for by simple frequency multiplication.

Ĥ = ΩN̂σ +
∑

nm

ωnmn̂nm + Ĥ int  (1)

Ĥ
(1)

= eiΩt
∑

n

UnσÂ
†

σ
ânσ + h.c.  (2)

Ĥ
(2)

= eiΩt
∑

nn’m

Vnn’mσÂ
†

σ
ân’−m+σânm + h.c.

 (3)

Û
(
t2, t1

)
= e−iK̂(t2)e−iĤF (t1−t2)eiK̂(t1)  (4)

ωnmλ=ω′
nm

+ω0+λΩ with λ=0, ±1, ±2, ...  (5)

C 

D

E

B

A

Fig. 1. Mechanism for driving Floquet magnon modes inside a magnetic disk. (A) Driving an internal, subgigahertz 
gyration mode of the magnetic vortex induces Floquet magnon states. (B) Self- induced Floquet states are generated when 
exciting gigahertz magnon modes through nonlinear coupling to the internal low- frequency mode. (C) Vortex ground state 
in a magnetic disk, with the magnetic moments (white arrows) curling in- plane around the vortex core (blue arrow), a 
narrow region at the disk center where the magnetization points perpendicularly to the film plane. (D) Gyration of the 
vortex core around its equilibrium position, driven by oscillatory external fields in the megahertz range, fg (curved red 
arrow). (E) Regular magnon modes with frequency fnm in the gigahertz range, where the vortex core remains quasistatic in 
the disk center. Here, the lowest- order mode with radial index n = 0 and azimuthal index m = 0 is sketched. Displace-
ments and amplitudes are not drawn to scale.
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An opaque mask with a 3-µm-diameter circular field of view (FOV) 
is placed in close proximity to the magnetic film to confine the XUV 
illumination. The scattering signal is recorded in the far field, and the 
amplitude and phase of the electric field exiting the sample are numeri-
cally reconstructed using iterative phase retrieval. For each magnetic 
image, two sets of data are recorded with left- and right-circularly 
polarized XUV pulses, respectively, to isolate the magnetic signal from 
non-magnetic contribution via XMCD. The illumination wavelength is 
tuned to maximize the phase difference contrast (φL(r) − φR(r)) at the 
core-level absorption edge. Here r denotes the position vector within 
the FOV. Example domain patterns in different materials and composi-
tions are shown in Fig. 1b,c. In particular, we show domain images of 
both Fe- and Co-based samples (Fig. 1b), where the magnetic contrasts 
originate from Fe and Co M2,3 edges, respectively, which demonstrates 
the versatility of the imaging approach across different materials and 
compositions. Note that Fig. 1c presents an image of a ferrimagnetic 
sample close to its magnetic compensation point, where opposing 
magnetic sub-lattices of Co and Tb cancel the net magnetization. Owing 
to the element-specific contrast of the imaging scheme, the domain 
texture is clearly resolved. A consistent isotropic sub-wavelength 
resolution of 13.5 nm is achieved, with maximum scattering angles 
corresponding to a numerical aperture of 0.73. Further details on the 
quantification of spatial resolution based on Fourier ring correlation, 
phase retrieval transfer function and real-space analysis are provided 
in Supplementary Information.

Real-space images enable the direct extraction of local DW profiles 
(Fig. 1c, right), where two example lineouts perpendicular to a DW are 
taken. For thin films with strong perpendicular magnetic anisotropy, 
DWs can be described by a hyperbolic tangent function13,14,44,45:

M

z

(x) = M

0

tanh

x − x

0

w

, (1)

where x denotes the position along a lineout perpendicular to the DW 
contour, M0 is the out-of-plane magnetization of the magnetic domain, 
x0 is the centre position of the DW and w is its width parameter. To 
obtain local DW profiles throughout the FOV, we first identify a coarse 
set of DW locations using contours with φL(r) − φR(r) = 0. Coordinates 
for the profiles {x} are, thus, lines perpendicular to the contours at 
every point. To ensure unbiased measurements, the contours used 
to determine DW locations are identified first and kept fixed for DW 
width measurements in subsequent images. At each location along 
the contour, the local width parameter w and the centre position x0 are 
obtained by fitting equation (1) to the isolated DW profile.

Figure 2a,b shows an example of DW mapping in a Tb25Co75 sample. 
The local DW profiles are first identified across the FOV, and their 
extracted widths are shown in Fig. 2b using a green–yellow colour map. 
The measured DW width in this sample follows a normal distribution, 
with an average of ̄

w = 15 nm and a standard deviation σw = 2.1 nm. It is 
important to note that at a given spatial resolution, the precision of 
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Fig. 2 | Magnetic domain imaging before optical excitation (time delay t < 0).  
a, Example of a magnetic domain texture in a Tb25Co75 alloy sample. b, Local DW 
width across the FOV is shown in a green–yellow colour map. The fitted DW  
width is 15.2 ± 2.1 nm. c, Correlation plots of the DW widths extracted from 2 
independent measurements using a total of ~19 min (blue circles) and ~95 min 
(orange circles) of exposure time per image. The spread of the off-diagonal 

distribution (inset) represents the difference in DW widths measured at the same 
locations in the 2 independent datasets, indicating the measurement precision 
(standard deviation σδw reaching 0.8 nm). d, Correlation function of the DW width 
with respect to the distance between DW locations (circles), which is fitted with a 
single exponential function exp(−|r

i

− r

j

|/D

w

) (dashed line) with decay length  
Dw = 39 nm.

The effective theory predicts that the number of nucle-
ation skyrmions can be directly controlled using the
cooldown time of the pulse, which experimentally is
feasible by engineering the heat diffusion and pulse length
of the laser. For example, the metastable skyrmions
considered here could be written with high and short
pulses, while they could be erased with lower and wider
pulse profiles as a sort of annealing, representing fully
heating-based stochastic switching.
To test this hypothesis and the validity of the effective

theory for time-dependent temperatures, ASD simulations
were performed (using the UppASD package [56]). Such
simulations were previously used to corroborate experimen-
tal results on laser-induced skyrmion nucleation [23]. In this
case, effective theory parameters are obtained by fitting
relaxation at constant temperatures, remaining well within
the range of energies expected based on the spin textures
involved [39,40]. The details of this can be found in the
Supplemental Material [38]. In ASD, one considers discrete
classical magnetic moments mi on a lattice, usually the
square lattice. The Hamiltonian for the moments is given by

HASD ¼ −
X

i≠j
Jijmi ·mj −

X

i≠j
Dij · ðmi ×mjÞ

−
X

i

Km2
i;z −

X

i

MB ·mi; ð12Þ

which includes the ferromagnetic exchange Jij > 0, DMI
Dij, uniaxial anisotopy K, and the interaction with an
external field B. We take over the parameter set from
Ref. [23] that is known to qualitatively match the exper-
imental system, and in particular to support skyrmions.
However, we increase the external field strength to B ¼
0.75 T to ensure that the homogeneous “empty” state has a
lower energy than the skyrmion state as above. We use a
(spatially homogeneous) exponential rise and decay on top
of a base temperature T0 ¼ 4 K to model a temperature
profile induced by a laser (or current) pulse:

TðtÞ ¼ T0 þ T1ð1 − e−t=τriseÞe−t=τfall ; ð13Þ

with T1 ¼ cðτrise; τfallÞTpeak, where c is chosen such that the
peak of the pulse is Tpeak above T0. The parameters τrise and
τfall control the rise time and decay time of the pulse,
respectively. To test the temperature-induced writing and
erasing, we apply two pulses as shown in Figs. 3(a) and 3(b)
after initializing the system in the fully field-aligned state. The
first pulse has height Tpeak ¼ 20 K with fast heating and
cooling given by τrise ¼ 1 ps and τfall ¼ 30 ps, while the
secondpulse heats and coolsmore slowlywith τrise ¼ 300 ps,
τfall ¼ 500 ps, and reduced height Tpeak ¼ 12 K.
The time trace of the number of skyrmions N resulting

from this temperature profile is shown for an ASD
simulation (points), as well as for the effective theory
(solid line and shaded area) in Figs. 3(c) and 3(d). The solid
line represents the expectation value hNi, and the shaded

area represents the standard deviation
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
VarðNÞ

p
of the

number of skyrmions calculated using the effective theory.
We find excellent agreement between the curves for N for
both the writing and the erasing. The dynamics of the
magnetization texture in Fig. 3(e) are, moreover, in accor-
dance with the assumptions and trends described by the
effective theory.While the system is hot during the first pulse,
skyrmions spontaneously appear (and disappear) at random
places, most of which freeze in during the rapid cooldown.
The second, longer pulse drives the system closer to Neq by
allowing a random subset of skyrmions to annihilate.
Discussion—Although we illustrated the case of meta-

stable skyrmions, the model is equally applicable to
systems in which skyrmions are the ground state
(EN ≤ ED). Furthermore, within the same framework,
several refinements and generalizations can be imple-
mented with minimal changes. One refinement concerns
dipolar fields (see Supplemental Material [38]), which, in
addition to stabilization, give rise to an instantaneous
skyrmion-skyrmion interaction. This can be incorporated
by making ED density dependent, but the effect is only
expected to be relevant at high skyrmion densities. Another
extension is the inclusion of spatial inhomogeneity, which
can be addressed by dividing the system into quasihomo-
geneous regions, provided they remain larger than the
skyrmion size. This is applicable to spatial intensity profiles
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FIG. 3. Prediction of (a), (c) heat-induced nucleation and
freezing in of skyrmions by a short heat pulse and (b), (d)
annihilation of the same skyrmions by slow annealing and
quasiadiabatic cooldown. Panels (a) and (b) show the temperature
profile of the different heat pulses, while (c) and (d) show the
resulting mean number of skyrmions hNðtÞi (with standard
deviation σ) as predicted by the effective theory from this Letter,
compared with a full ASD simulation. Representative snapshots
of the out-of-plane magnetization mz from the ASD simulation
are shown in panel (e).
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Restricted Boltzmann Machine
Carleo & Troyer (2017) Science 355,602-606

2

the few approaches that can accurately assess the ground-
state properties of frustrated systems in one dimension,
as the J1-J2 model of Eq. (1). In fact, the main limita-
tion to the use of quantum Monte Carlo techniques [23]
relies on the unknown sign structure of the ground-state
wave function, which prevents one to perform unbiased
projection techniques (except for J2 = 0, where the so-
called Marshall sign rule applies [24]). The non-trivial
sign structure represents also an obstacle to the defini-
tion of accurate variational wave functions. For example,
Gutzwiller-projected fermionic states [25] have a limited
power to reproduce the correct signs of the ground state
for J2/J1 > 0.5 [26]. By contrast, RBM states are able
to reach an excellent accuracy; however, they su↵er from
poor scaling behavior, due to their fully-connected struc-
ture in which a single hidden layer is connected to all
physical degrees of freedom [26]. This fact limits the ap-
plicability of RBMs to relatively small clusters. In this
respect, CNN wave functions have been introduced to
deal with local structures; nevertheless, relatively deep
architectures are necessary to build long-range correla-
tions, thus introducing severe problems in the optimiza-
tion procedure. RNNs Ansätze have been also consid-
ered, which recurrently process inputs of a sequence one
by one, implying that they are not parallelizable; in ad-
dition, it is known that learning long-term dependencies
is hard [27].

In order to overcome these problems, we propose a
simplified version of the standard ViT architecture. The
main advantage of this Ansatz lies in the possibility to
mix both local and global structures, thus limiting the
number of variational parameters and simplifying the
learning process (see below). We emphasize that a com-
plex parametrization is adopted without an a priori en-
coding of the sign structure (i.e., no information about
the exact signs). In this work, we show that the ViT wave
function can reach very high accurate results compared
to DMRG calculations, even on large clusters, with less
then one thousand parameters and few computational
resources compared to other neural-network wave func-
tions. Most importantly, the ViT accuracy can be sys-
tematically improved by changing the hyper-parameters
of the architecture. Its flexibility is demonstrated by
the possibility to capture both gapless and gapped states
(with power-law or exponentially decaying spin-spin cor-
relations), also reconstructing the presence of dimer order
within the gapped phase.

Methods. The fundamental ingredient of a Transformer
is the self-attention mechanism. Given a sequence of
N input vectors (x1, . . . ,xN ), for each of them three
new vectors are computed, qi = Qxi, ki = Kxi, and
vi = Vxi, where Q, K, V are generic rectangular matri-
ces of parameters. The attention vectors are then con-
structed, Ai =

PN
j=1 ↵(qi,kj)vj , where the attention

weights ↵(qi,kj) determine how much the j-th input vec-
tor should contribute to Ai, which is the subsequent rep-
resentation of the i-th input. The functional form of these
weights can be chosen according to the task [29]. To im-

FIG. 1. Scheme of the ViT wave function. The input spin
configuration � is split into patches of size b (which define a
set of N vectors of dimension b). Each of them is linearly
projected h times with di↵erent linear projections to produce
N vectors of dimensions r = d/h. Then the attention func-
tion is applied in parallel and the h di↵erent r dimensional
output vectors Aµ

i are obtained. Then, they are concatenated
to a d dimensional vector Concat(A1

i , . . . ,A
h
i ) and, after an-

other linear projection, the non-linear function log[cosh(·)] is
applied. This architecture can be replicated and stacked nl

times. The last layer simply sums all the outputs and returns
the logarithm of the ViT wave function.

prove the performance of the model, Multi-Head Atten-
tion can be considered, where a set of matrices Qµ, Kµ,
and V µ, with µ = 1, . . . , h (with h the number of heads)
is defined, thus leading to a set of attention vectors Aµ

i .
The latter ones are computed in parallel, concatenated
together, and linearly combined. Finally, each output
vector of the Multi-Head Attention is fed separately and
identically to a non linearity. In general, this whole archi-
tecture is replicated nl times. Unlike RNNs and CNNs,
the Transformer does not model explicitly the informa-
tion about positions of the inputs in the sequence. The
common solution is to add to the inputs positional encod-
ing vectors, which are deterministic functions of position
only [15].
Our goal is to use the Transformer to parameterize

the many-body wave function, in order to map spin con-
figurations of the Hilbert space � = (�1, . . . ,�L), with
�R = 2Sz

R = ±1, to complex numbers  (�). We take
inspiration from the ViT [16] introduced for computer
vision tasks, where the images are split into patches
and these are taken as the input sequence to a Trans-

Viteritti et al. (2023) 
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scheme [54,55]. In this work, we use the Adam optimizer [56]
to minimize EW .

The estimation of the variational energy occurs at every
step of the optimization. Therefore the ease with which one
can compute the local energies plays an important role in a
VMC simulation. The cost of computing Eq. (3) scales with
the number of off-diagonal terms in the Hamiltonian because
the variational ansatz must be evaluated for each sample !σ ′

connected to the original sample !σ by Ĥ [57]. The cost as-
sociated with each evaluation of the variational wavefunction
will be discussed in the following sections. For the SLAHM,
the number of off-diagonal terms is equal to the number of
nearest-neighbor interactions, which scales as O(N ).

C. Recurrent neural network wavefunctions

RNNs are a powerful class of autoregressive neural net-
works that were proposed as variational ansätze for ground
states due to their success in modeling long sequences of
correlated variables [29,55]. Instead of directly learning the
joint probability distribution over a full spin configuration
!σ = (σ1, . . . , σN ), autoregressive neural networks make use
of the chain rule of probabilities to instead learn conditional
probabilities over the individual spins σi,

p(!σ ) = p(σ1)p(σ2|σ1) . . . p(σN |σN−1, . . . , σ2, σ1) . (4)

Recasting the learning task in this way enforces the overall
normalization of the full joint probability distribution. This
allows for efficient sampling: independent samples for each
spin σi can be obtained directly from the corresponding condi-
tional probability p(σi|σ j<i ). The ability to obtain independent
samples can alleviate the sampling costs associated with com-
puting the variational energy in Eq. (2).

While any neural network can be made autoregressive us-
ing masking [58–60], RNNs have another desirable feature,
which is their recurrent nature. The elementary building block
of an RNN is a recurrent cell, depicted by the green boxes
in Fig. 1. These cells represent a nonlinear transformation
which involve the tuneable parameters of the model W and
act on the input hidden vectors !hinput and local spins σinput.
The size of the hidden vectors dh is a choice and controls
the expressiveness of the network, as these vectors are the
conduit through which information is passed in the RNN. The
output of the cell is a new hidden vector !hout of length dh,
which is then used to obtain the probability distribution over
the corresponding spin pW (σi ). This process is repeated for
all i, using the same cell and the same set of weights W . The
recurrent nature of RNNs thus allows us to define a variational
ansatz with a total number of parameters that is independent
of the system size in the sense that the shapes of the weight
matrices do not explicitly depend on the number of spins in the
system N . We emphasize that the choice of dh alone controls
the number of parameters in the RNN wavefunction when
weights are shared as described.

Figure 1 shows the basic structure of a two-dimensional
(2D) RNN wavefunction. In order to construct a wavefunction
from an RNN, one must obtain the probability distributions
over each spin configuration. Equation (4) requires that this
computation is performed sequentially, meaning one must
choose a one-dimensional (1D) path along which samples

W W W W

W W W W

W W W W

W W W W

FIG. 1. A 2D RNN wavefunction defined for a square lattice with
L = 4. The autoregressive sequence is defined by the red arrows.
Sampling and inference are performed along this path. The infor-
mation in the network, stored in the hidden vectors, is passed in two
directions, along the black arrows. The black dotted arrows show
how pseudoperiodic boundary connections can be built in to the RNN
wavefunction. Both the two-dimensional information passing and the
pseudoperiodic boundary connections are implemented in a causal
way such that the autoregressive sequence is not violated.

are obtained or inference is performed. This 1D path, or the
so-called autoregressive sequence, is highlighted in red. The
autoregressive sequence is a choice and can play an important
role in the convergence of the training [61]. Autoregressive
sampling and inference scale as O(Nd2

h ). For the entirety of
this work, we fix dh = 256 so that the factor of d2

h can be
treated as a constant and the main scaling comes from N alone.
In the NQS setting, performing inference means evaluating
the variational wavefunction for a given sample, i.e., obtaining
ψW (!σ ) = 〈!σ |ψW〉.

The black arrows in Fig. 1 show how the hidden vectors
!hout and the spins σi are passed between RNN cells. The
RNN was originally introduced to model 1D sequences [62]
and information was passed only along the autoregressive
path. For 2D physical systems, it is desirable to use the 2D
generalization, where hidden vectors and local variables can
be passed in more than one direction while abiding by the
autoregressive sequence [55]. When using an RNN wavefunc-
tion to represent the ground state of a system with periodic
boundary conditions, it is also useful to build pseudoperiodic
connections into the architecture [63–65]. Both of these gener-
alizations, and the extra recurrent connections they introduce,
incorporate important correlations between physical degrees
of freedom into the ansatz.

After obtaining all of the conditional probability distribu-
tions over each spin according to the predefined autoregressive
sequence, one can construct the variational wavefunction
as follows: when a ground state has real and positive
amplitudes, as is the case for the SLAHM when the Marshall-
Peierls sign rule is applied, the conditional amplitude can
be obtained directly from the conditional probability, i.e.,

134450-3
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FIG. 2. Energy scaling and size-consistent accuracy. a. Finite-size extrapolations of the ground-state variational energy
per site as a function of 1/L3, using data from lattice sizes L = 24, 30, and 42. Results obtained with the fully symmetrized
ViT wave function are shown as violet triangles, while red rhombi denote energies obtained from zero-variance extrapolations
(see Sec. VC for details). These results are compared with the most recent and accurate thermodynamic-limit estimates from
iPEPS calculations, including iPEPS TL [48] and iPEPS U(1) [47]. Extrapolated energies are not shown for methods whose
best variational energy exceeds →0.551. b. Top panel: relative error of the variational energies with respect to the zero-variance
extrapolated values as a function of system size L, for different symmetry projections: no symmetry projection (No symm, blue
rhombi), translation symmetry projection (Symm T , orange circles), and full translation and rotation symmetry projection
(Symm T +R, violet triangles). Bottom panel: corresponding V-score values.

namic limit at finite bond dimension D (black horizontal
dashed lines) [47, 48]. Remarkably, our results are below
the iPEPS estimations up to L = 42 and reach state-of-
the-art results in the thermodynamic limit. Moreover, for
each system size, we perform an energy-variance extrap-
olation (see Section VC) and compare the extrapolated
energies (red rhombi) with the iPEPS extrapolations ob-
tained in the limit D → +∞ (red horizontal dashed
lines). From this analysis, we estimate a thermodynamic-
limit energy per site of -0.55168(2), which is lower than
the corresponding iPEPS estimates.

In Fig. 2b we report estimations of the accuracy of
the variational state. In the upper panel we show the
relative energy error as a function of the system size for
three levels of symmetry restoration (none, translations
only, full point-group C6v), computed with respect to
the corresponding zero-variance extrapolations (see Sec-
tion VC). In the lower panel of the same figure, we also
present the V-score [79], a reference-free accuracy metric
for variational methods. Both measures remain essen-
tially stable as the system size grows. Importantly, this
is achieved with an approximately fixed parameter count,
P ≈ 4.5×105, for all L (see Section VB), indicating that
accuracy does not rely on scaling the network with the
lattice size. Size consistency is a key requirement for a
scalable variational Ansatz, and in practice, many varia-
tional states achieve high accuracy on small lattices but
exhibit a systematic degradation in performance as the
cluster size grows [19].

Let us now move to the study of the magnetic prop-

erties, assessed through the static spin structure fac-
tor C(q) =

∑

R eiq·R〈Ŝ0 · ŜR〉, where the expectation
value is evaluated over the variational state. For a
periodic cluster L × L, the order parameter of the
120◦ Néel order is detected by M2(L) = C(Q)/L2 with
Q = (4π/3, 0) [46, 73]. In Fig. 3a we show the order pa-
rameter M(L) versus 1/L and its extrapolation to the
thermodynamic limit. Our data yield a thermodynamic-
limit magnetization M0 = 0.148(1), the smallest among
all the available estimates (see Table II for a collection
of previous calculations). In particular, we emphasize
that the magnetization predicted by linear spin-wave the-
ory (SW) is 0.239 [52–54], exhibiting a relative error of
approximately 62% with respect to the fully quantum
result. This differs significantly from the square-lattice
Heisenberg model, where SW predicts the magnetization
with an error of only about 1% [77, 80]. This compar-
ison suggests that, despite the presence of magnetic or-
der in the triangular-lattice Heisenberg model, achieving
a quantitatively accurate fully quantum description re-
mains highly nontrivial. To clarify why magnetization
estimates can vary widely across methods (refer to Ta-
ble II), in Fig. 3b we track the order parameter during
the optimization procedure for L = 30. As the energy
decreases and the wave function becomes more accurate,
the magnetization monotonically reduces [13]. This di-
rectly indicates that limited variational accuracy can lead
to a systematic overestimate of magnetic order and high-
lights the importance of high-precision wave-function op-
timization in frustrated systems.
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FIG. 1. The ground-state phase diagram of the Shastry-
Sutherland model as obtained in this work. The superexchanges J
and J ′ are denoted by solid and dashed lines, respectively.

the model reduces to a collection of decoupled dimers and its
ground state is a product of singlets connected by J ′; this state
remains the exact ground state also for finite values of J/J ′,
up to a certain value [6]. In the opposite limit, when J ′ = 0,
the Heisenberg model on the square lattice is recovered,
whose ground state is the Néel antiferromagnet; also in
this case, the ground state is robust in a finite region when
J ′ > 0. Despite the substantial effort that has been invested in
understanding the appearance of magnetization plateaus, the
ground-state properties of the Shastry-Sutherland model have
been investigated in much less depth. One of the first studies
based on the mean-field approximation predicted an interme-
diate helical phase between the dimer and the Néel phases [12]
while other works suggested a direct transition between these
two phases [8,13]. Later, an intermediate phase with plaquette
order was found by series expansion approaches [14] and
confirmed within the generalization to Sp(2N ) symmetry
and large-N expansion [15] by exact diagonalizations and a
combination of dimer- and quadrumer-boson methods [16].
Subsequent tensor-network approaches have corroborated the
presence of the plaquette phase for 0.675 ! J/J ′ ! 0.765
[17]. This phase breaks the reflection symmetry across the
lines containing the J ′ bonds (leading to a twofold degenerate
ground state) and is described by resonating singlets on half of
the plaquettes with no J ′ bonds; see Fig. 1. The stabilization
of plaquette order in SrCu2(BO3)2 has been obtained when
hydrostatic pressure is applied, even though there is evidence
that the broken symmetry is related to the fourfold rotations
around the center of plaquettes with no J ′ bonds [18,19]. In
addition, high-pressure thermodynamics provided evidence
of a deconfined quantum critical point between the Néel and
plaquette phases [20]. The latter aspect has been supported
by numerical analysis, also suggesting the emergence of
O(4) symmetry at the critical point [21,22]. However, recent
density-matrix renormalization group (DMRG) and exact
diagonalization calculations [23,24] pushed forward the idea
that a spin liquid intrudes between the antiferromagnetic and
plaquette phases, around 0.79 ! J/J ′ ! 0.82. The existence
of an intruding spin-liquid phase has been also suggested by
renormalization group calculations [25].

Numerical methods have proven crucial to obtain a de-
scription of the physical properties of the Shastry-Sutherland
model or, in general, of other complicated physical systems.
These approaches are mainly based on the variational princi-
ple, in which a trial state |!θ 〉 is introduced, where θ is a set of

parameters to be optimized to minimize the variational energy
〈!θ |Ĥ |!θ 〉/〈!θ |!θ 〉. In the variational quantum Monte Carlo
scheme [26], a quantum system consisting of N spin-1/2
arranged on a lattice is typically studied in the computational
basis with well-defined spin values along the z axis, i.e.,
{|σ 〉 = |σ z

1 , · · · , σ z
N 〉} with σ z

i = ±1, thus leading to |!θ 〉 =∑
{σ } !θ (σ )|σ 〉, where !θ (σ ) = 〈σ |!θ 〉 is the amplitude of

the variational ansatz. Different parametrizations of !θ (σ )
have been proposed to study frustrated two-dimensional mod-
els. For example, the description of quantum states able
to reproduce the main features of quantum spin liquids
is based on the concept of resonating-valence bond states
[27,28], leading to powerful physically inspired wave func-
tions [29–31]. Although the construction of this kind of wave
function is generalizable to different models, it is not easy to
define a systematic way to improve it; as a result, it is not al-
ways possible to achieve high accuracies for a generic model.
On the other hand, DMRG and tensor-network approaches
have also proved to be very competitive in two-dimensional
systems [32,33]. Still, despite great computational ef-
fort, two-dimensional systems remain very challenging to
deal with.

In a seminal contribution, Carleo and Troyer [34] proposed
parametrizing variational states using neural networks, thus
defining neural-network quantum states (NQSs). Further in-
vestigations on various many-body systems in one and two
spatial dimensions proved that very high accuracies can be
obtained with this approach [35–46]. Still, in most cases
their use has been limited to rather simple models, where
the exact solutions were already known from other meth-
ods (e.g., the unfrustrated Heisenberg model on the square
lattice or one-dimensional systems) [34,37–39]. Attempts
to address challenging cases have been pursued, but with-
out addressing important open questions on the ground-state
properties [35,36,40–44]. In addition, neural-network archi-
tectures have also been employed to enhance conventional
variational states, which were widely utilized in previous
studies on frustrated spin models (e.g., Gutzwiller-projected
fermionic states) [47–49]. Moreover, NQSs are particularly
promising to resolve challenging problems in strongly cor-
related systems, since they can efficiently represent highly
entangled quantum states [50,51]. On the contrary, DMRG
and related tensor network approaches can accurately de-
scribe states with high entanglement only in one-dimensional
systems, where a large bond dimension can be easily used.
Instead, in two dimensions, serious limitations appear, either
imposing to work with a high-rank tensor structure or a quasi-
one-dimensional cluster (with low-rank tensors arranged in a
snaked path [52]).

Here, we aim to push the boundaries of this approach
by demonstrating that an ansatz exclusively reliant on neu-
ral networks enables us to achieve unprecedented accuracy
in solving the challenging Shastry-Sutherland model. This
model poses a particularly demanding problem in the realm
of highly frustrated magnetism, and our approach facilitates
the extraction of its intricate physical properties. Specifically,
we use a transformer-based architecture [53,54], which has
already proven to be extremely accurate for models in one
and two dimensions [45,46,55,56]. However, in this paper,
we incorporate the transformer architecture in an innovative
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scheme [54,55]. In this work, we use the Adam optimizer [56]
to minimize EW .

The estimation of the variational energy occurs at every
step of the optimization. Therefore the ease with which one
can compute the local energies plays an important role in a
VMC simulation. The cost of computing Eq. (3) scales with
the number of off-diagonal terms in the Hamiltonian because
the variational ansatz must be evaluated for each sample !σ ′

connected to the original sample !σ by Ĥ [57]. The cost as-
sociated with each evaluation of the variational wavefunction
will be discussed in the following sections. For the SLAHM,
the number of off-diagonal terms is equal to the number of
nearest-neighbor interactions, which scales as O(N ).

C. Recurrent neural network wavefunctions

RNNs are a powerful class of autoregressive neural net-
works that were proposed as variational ansätze for ground
states due to their success in modeling long sequences of
correlated variables [29,55]. Instead of directly learning the
joint probability distribution over a full spin configuration
!σ = (σ1, . . . , σN ), autoregressive neural networks make use
of the chain rule of probabilities to instead learn conditional
probabilities over the individual spins σi,

p(!σ ) = p(σ1)p(σ2|σ1) . . . p(σN |σN−1, . . . , σ2, σ1) . (4)

Recasting the learning task in this way enforces the overall
normalization of the full joint probability distribution. This
allows for efficient sampling: independent samples for each
spin σi can be obtained directly from the corresponding condi-
tional probability p(σi|σ j<i ). The ability to obtain independent
samples can alleviate the sampling costs associated with com-
puting the variational energy in Eq. (2).

While any neural network can be made autoregressive us-
ing masking [58–60], RNNs have another desirable feature,
which is their recurrent nature. The elementary building block
of an RNN is a recurrent cell, depicted by the green boxes
in Fig. 1. These cells represent a nonlinear transformation
which involve the tuneable parameters of the model W and
act on the input hidden vectors !hinput and local spins σinput.
The size of the hidden vectors dh is a choice and controls
the expressiveness of the network, as these vectors are the
conduit through which information is passed in the RNN. The
output of the cell is a new hidden vector !hout of length dh,
which is then used to obtain the probability distribution over
the corresponding spin pW (σi ). This process is repeated for
all i, using the same cell and the same set of weights W . The
recurrent nature of RNNs thus allows us to define a variational
ansatz with a total number of parameters that is independent
of the system size in the sense that the shapes of the weight
matrices do not explicitly depend on the number of spins in the
system N . We emphasize that the choice of dh alone controls
the number of parameters in the RNN wavefunction when
weights are shared as described.

Figure 1 shows the basic structure of a two-dimensional
(2D) RNN wavefunction. In order to construct a wavefunction
from an RNN, one must obtain the probability distributions
over each spin configuration. Equation (4) requires that this
computation is performed sequentially, meaning one must
choose a one-dimensional (1D) path along which samples

W W W W

W W W W

W W W W

W W W W

FIG. 1. A 2D RNN wavefunction defined for a square lattice with
L = 4. The autoregressive sequence is defined by the red arrows.
Sampling and inference are performed along this path. The infor-
mation in the network, stored in the hidden vectors, is passed in two
directions, along the black arrows. The black dotted arrows show
how pseudoperiodic boundary connections can be built in to the RNN
wavefunction. Both the two-dimensional information passing and the
pseudoperiodic boundary connections are implemented in a causal
way such that the autoregressive sequence is not violated.

are obtained or inference is performed. This 1D path, or the
so-called autoregressive sequence, is highlighted in red. The
autoregressive sequence is a choice and can play an important
role in the convergence of the training [61]. Autoregressive
sampling and inference scale as O(Nd2

h ). For the entirety of
this work, we fix dh = 256 so that the factor of d2

h can be
treated as a constant and the main scaling comes from N alone.
In the NQS setting, performing inference means evaluating
the variational wavefunction for a given sample, i.e., obtaining
ψW (!σ ) = 〈!σ |ψW〉.

The black arrows in Fig. 1 show how the hidden vectors
!hout and the spins σi are passed between RNN cells. The
RNN was originally introduced to model 1D sequences [62]
and information was passed only along the autoregressive
path. For 2D physical systems, it is desirable to use the 2D
generalization, where hidden vectors and local variables can
be passed in more than one direction while abiding by the
autoregressive sequence [55]. When using an RNN wavefunc-
tion to represent the ground state of a system with periodic
boundary conditions, it is also useful to build pseudoperiodic
connections into the architecture [63–65]. Both of these gener-
alizations, and the extra recurrent connections they introduce,
incorporate important correlations between physical degrees
of freedom into the ansatz.

After obtaining all of the conditional probability distribu-
tions over each spin according to the predefined autoregressive
sequence, one can construct the variational wavefunction
as follows: when a ground state has real and positive
amplitudes, as is the case for the SLAHM when the Marshall-
Peierls sign rule is applied, the conditional amplitude can
be obtained directly from the conditional probability, i.e.,
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FIG. 2. Energy scaling and size-consistent accuracy. a. Finite-size extrapolations of the ground-state variational energy
per site as a function of 1/L3, using data from lattice sizes L = 24, 30, and 42. Results obtained with the fully symmetrized
ViT wave function are shown as violet triangles, while red rhombi denote energies obtained from zero-variance extrapolations
(see Sec. VC for details). These results are compared with the most recent and accurate thermodynamic-limit estimates from
iPEPS calculations, including iPEPS TL [48] and iPEPS U(1) [47]. Extrapolated energies are not shown for methods whose
best variational energy exceeds →0.551. b. Top panel: relative error of the variational energies with respect to the zero-variance
extrapolated values as a function of system size L, for different symmetry projections: no symmetry projection (No symm, blue
rhombi), translation symmetry projection (Symm T , orange circles), and full translation and rotation symmetry projection
(Symm T +R, violet triangles). Bottom panel: corresponding V-score values.

namic limit at finite bond dimension D (black horizontal
dashed lines) [47, 48]. Remarkably, our results are below
the iPEPS estimations up to L = 42 and reach state-of-
the-art results in the thermodynamic limit. Moreover, for
each system size, we perform an energy-variance extrap-
olation (see Section VC) and compare the extrapolated
energies (red rhombi) with the iPEPS extrapolations ob-
tained in the limit D → +∞ (red horizontal dashed
lines). From this analysis, we estimate a thermodynamic-
limit energy per site of -0.55168(2), which is lower than
the corresponding iPEPS estimates.

In Fig. 2b we report estimations of the accuracy of
the variational state. In the upper panel we show the
relative energy error as a function of the system size for
three levels of symmetry restoration (none, translations
only, full point-group C6v), computed with respect to
the corresponding zero-variance extrapolations (see Sec-
tion VC). In the lower panel of the same figure, we also
present the V-score [79], a reference-free accuracy metric
for variational methods. Both measures remain essen-
tially stable as the system size grows. Importantly, this
is achieved with an approximately fixed parameter count,
P ≈ 4.5×105, for all L (see Section VB), indicating that
accuracy does not rely on scaling the network with the
lattice size. Size consistency is a key requirement for a
scalable variational Ansatz, and in practice, many varia-
tional states achieve high accuracy on small lattices but
exhibit a systematic degradation in performance as the
cluster size grows [19].

Let us now move to the study of the magnetic prop-

erties, assessed through the static spin structure fac-
tor C(q) =

∑

R eiq·R〈Ŝ0 · ŜR〉, where the expectation
value is evaluated over the variational state. For a
periodic cluster L × L, the order parameter of the
120◦ Néel order is detected by M2(L) = C(Q)/L2 with
Q = (4π/3, 0) [46, 73]. In Fig. 3a we show the order pa-
rameter M(L) versus 1/L and its extrapolation to the
thermodynamic limit. Our data yield a thermodynamic-
limit magnetization M0 = 0.148(1), the smallest among
all the available estimates (see Table II for a collection
of previous calculations). In particular, we emphasize
that the magnetization predicted by linear spin-wave the-
ory (SW) is 0.239 [52–54], exhibiting a relative error of
approximately 62% with respect to the fully quantum
result. This differs significantly from the square-lattice
Heisenberg model, where SW predicts the magnetization
with an error of only about 1% [77, 80]. This compar-
ison suggests that, despite the presence of magnetic or-
der in the triangular-lattice Heisenberg model, achieving
a quantitatively accurate fully quantum description re-
mains highly nontrivial. To clarify why magnetization
estimates can vary widely across methods (refer to Ta-
ble II), in Fig. 3b we track the order parameter during
the optimization procedure for L = 30. As the energy
decreases and the wave function becomes more accurate,
the magnetization monotonically reduces [13]. This di-
rectly indicates that limited variational accuracy can lead
to a systematic overestimate of magnetic order and high-
lights the importance of high-precision wave-function op-
timization in frustrated systems.
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a

FIG. 1. Illustration of neural quantum states (NQS) and minimum-step stochastic reconfiguration (MinSR). a Within the NQS
approach an artificial neural network is used to represent a quantum many-body state. A change of the network parameters
for an NQS leads to a new quantum state, whose distance to the previous NQS is given by the quantum metric S 2 CNp⇥Np ,

where Np is the number of variational parameters. b The quantum metric S = O
†
O can be decomposed into a smaller matrix

O 2 CNs⇥Np with Ns ⌧ Np the number of Monte-Carlo samples. The optimization of an NQS involves the inversion of the
quantum metric S, which is equivalent to determining its nonzero eigenvalues �i with i = 1, . . . , Ns. Within MinSR a neural

tangent kernel T = O O
† 2 CNs⇥NS is introduced with identical eigenvalues �i and therefore the essential information of S.

the variational energy

E(✓) =
h (✓)|H| (✓)i
h (✓)| (✓)i (1)

for the target Hamiltonian H. Such minimization proce-

dure for the variational energy is a generic approach in
quantum physics and has been utilized extensively also
for other choices of variational wave functions with VMC,
such as the famous Gutzwiller-projected fermionic wave
function (GWF) [11, 12]. However, it is important to
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Neural Quantum States
Variational technique

• Ansatz:              , solve:

9Scaling Neural Quantum States beyond 10000 quantum spins

Monte Carlo sampling by                          .

Stochastic Reconfiguration to update 

Initialise with random weights 

Calculate observables, e.g. ⟨E⟩ Each step has to be efficient to scale!

Restricted Boltzmann Machine
Carleo & Troyer (2017) Science 355,602-606
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Monte Carlo sampling by                          .

Stochastic Reconfiguration to update 

Initialise with random weights 

Calculate observables, e.g. ⟨E⟩

Metropolis-Hastings:Observables:

Gradients: Local energy:

Update:

Or minSR:

GPU Acceleration

Chen et al. (2024) Nat. Phys. 20, 1476–1481 Rende et al. (2024) Commun Phys 7, 260
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• Variational ansatz:


• Succesful architecture:


• Efficient inference/updates:


•

hidden
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Carleo & Troyer (2017) Science 355,602-606

Nomura, Imada (2021) Phys. Rev. X 11, 031034
Joshi et al. (2024) Phys. Rev. B 110, 104411

Carleo & Troyer (2017) Science 355,602-606



• Efficient inference/updates:


• Sampling & off-diagonal observables requires:

Boltzmann Machines: Efficient updates
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update!

analytically sum hidden units



• Translation invariance reduces trainable parameters by


• Improves trainability


• For  only 144 KB or 18434 parameters for 96x96 
spins


➡ Almost 10.000 times less parameters


➡ Small SMatrix!

α = 2

Boltzmann Machines: Symmetries
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CHAPTER 2. THEORY 2.3. NEURAL QUANTUM STATES
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• Variational ansatz:


• Succesful architecture:


• Efficient inference/updates:


• Symmetries: translation Invariance 


• Outlook to Deep Boltzmann Machines

hidden

visible

visible

deep

hidden

Nomura et al. (2021). Phys. Rev. Let., 127(6), 060601.

Carleo et al. (2018). Nature Comm., 9(1), 5322.

Carleo & Troyer (2017) Science 355,602-606
Nomura, Imada (2021) Phys. Rev. X 11, 031034
Joshi et al. (2024) Phys. Rev. B 110, 104411

Carleo & Troyer (2017) Science 355,602-606

Training large RBMs is hard!



RBM hard to train for big systems
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Antiferromagnetic Heisenberg model, , L = 40 × 40 α = 2



RBM hard to train for big systems
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Antiferromagnetic Heisenberg model, , L = 24 × 24 α = 2



Structured weights
• For big systems, training gets stuck! 

• Typical initialization: 


• New initialization: 

• Two variances:  and 



• Initialize all with , except for 1 weight per , 
, like ‘spikes’

𝒲0 ∼ U(−10−2, 10−2)

𝒲LOW ∼ U(−10−2, 10−2)
𝒲HIGH ∼ 𝒩(0,1)

𝒲LOW α
𝒲HIGH

21Scaling Neural Quantum States beyond 10000 quantum spins

hidden

visible



New ‘spiky’ initialization
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Antiferromagnetic Heisenberg model, , L = 40 × 40 α = 2
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1. Restricted Boltzmann Machines

2. GPU Acceleration
Scale up to 10.000 quantum spins

3. Neuromorphic computing
Scale to millions quantum spins

Outline

hidden

visible



Neural Quantum States
Variational technique

• Ansatz:              , solve:

24Scaling Neural Quantum States beyond 10000 quantum spins

Monte Carlo sampling by P(s) = |ψ(s) |2

Stochastic Reconfiguration to update 

Initialise with random weights 

Calculate observables, e.g. ⟨E⟩

GPU Acceleration
Scale up to 10.000 quantum spins

Monte Carlo sampling by P(s) = |ψ(s) |2

Calculate observables, e.g. ⟨E⟩



Local energies on GPU

• Parallelization on GPU with Julia & 
CUDA


• Each GPU thread calculates 
wavefunction ratio:


• Use cached:


• 1000x speed-up on GPU
25Scaling Neural Quantum States beyond 10000 quantum spins
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1000x

1-core AMD EPYC 9555P, NVIDIA L40S, excluded calculation of ⋆ ⋆⋆ θi

Local energy calculation 16384 samples



Sampling

Large quantum systems are hard to study!
26Scaling Neural Quantum States beyond 10000 quantum spins

s1 s2 sNs3 Sequential!

CPU

Metropolis-Hastings: 




Only one/two flips at a time



Sampling
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Map to Ising Model
hidden

visible



Chromatic Gibbs sampling
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Parallel updating of all hidden and visible spins!



Encoding magnetization constraint is difficult
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Problem size
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100 - 10000x

Antiferromagnetic Heisenberg model:

BERNS, RODRIGUES, FINOCCHIO, and MENTINK PHYS. REV. APPLIED 25, 024085 (2026)

n

f

α = 2
α = 3
α = 4
α = 8

L

FIG. 8. The ratio of samples in the magnetization 0 sector f
sampled by SIM sampling as a function of the number of spins n
and side length L for different hidden layer densities α.

(D1) and (D3), and two read operations of the stochastic
MTJs, Eqs. (D2) and D4. For the conservative projection
we get,

T update
SIM = 2 × Tc + 2 × TMTJ + Tacc

= 2 × 133 ns + 2 × 2 ns + 130 ns ≈ 400 ns,
(F1)

where Tupdate
SIM is the time per SIM update, Tc is the time

for a crossbar operation, TMTJ is the time for reading the
stochastic MTJs, and Tacc is the assumed time to accumu-
late the results of the up to 64 crossbars on one chip and

FIG. 9. Comparison of the time per SIM update for a single
chain SIM GPU implementation and a single chain SIM CPU
implementation as a function of the number of visible spins n for
α = 2. Both implementations use chromatic Gibbs sampling and
a SIM update refers to one update of all visible spins and one
update of all hidden spins. The GPU implementation is written
in PyTorch and the CPU implementation is written in Julia.

to round it off to 400 ns for this rough estimate. For the
optimistic projection we get,

T update
SIM = 2 × Tc + 2 × TMTJ + Tacc

= 2 × 10 ps + 2 × 2 ns ≈ 4 ns, (F2)

where Tacc is assumed to be negligible since Tc # TMTJ.

APPENDIX G: COMPARING ENERGY USAGE OF
HARDWARE SIM AND MH SAMPLING

The first step is to calculate the energy usage of one SIM
update on the hardware of the conservative projection. For
nspins = 484 and α = 2, 4 cores of the chip are used, each
core uses 100 mW and 400 ns per step, resulting in

ESIM = 4 × 100 mW × 400 ns = 160 nJ. (G1)

The second step is to estimate the energy usage of one
MH sweep on the CPU. We use the reported 180-W TDP
of the AMD EPYC 7601 CPU and divide by the 32 cores
and the 12 ms measured average runtime per core while
utilizing 16 cores.

EMH = 180 W
32

× 12 ms = 67.5 mJ. (G2)

The sampling interval for MH sampling is set to 1 MH
sweep and the sampling interval for SIM sampling is set
based on the autocorrelation time ratio using Eq. (14).
In this case, the ratio of energy usage for obtaining one
sample with MH compared to SIM is given by

γ = EMH

ESIM

#tMH

#tSIM f
= 67.5 mJ

160 nJ
1

129
≈ 3 × 103, (G3)

where we used that #tSIM f = 129 SIM updates for n =
484 and α = 2. Therefore, the energy usage of SIM sam-
pling is more than 3 orders of magnitude lower than MH
sampling at n = 484 and α = 2.

APPENDIX H: ENERGY-BARRIER ANALYSIS

The energy barrier #Ei for flipping a spin in the Ising
model is defined as

#Ei(z) = Hising(zi → −zi) − Hising(z), (H1)

where E(z) is the energy of the state z given by Eq. (4).
The high autocorrelation time for models with higher α is
related to the freezing of the visible spins, which suggests
that there is a high-energy barrier for flipping the visible
spins. In Fig. 10(a), the average measured energy barrier
for flipping visible spins of typical samples is shown as
a function of n and α. The energy barrier can be com-
pared to the logarithm of the autocorrelation time shown

024085-10

10x more samples without constraint

10x 

R. Berns et al. Phys. Rev. Applied 25, 024085 (2026)
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PArallel sampling with COnstraints (PACO)
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Stratmann et al. (2025) Patent US20250165765A1
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Ground state optimisation
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Monte Carlo sampling by                          .

Stochastic Reconfiguration to update 

Initialise with random weights 

Calculate observables, e.g. ⟨E⟩
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Scale up on GPU

21 GPU Hours
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1. Restricted Boltzmann Machines

2. GPU Acceleration
Scale up to 10.000 quantum spins

3. Neuromorphic computing
Scale to millions quantum spins
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Neuromorphic computing
• Conventional architectures have an inherent 

memory throughput bottleneck!


• Neuromorphic hardware: 

• Brain inspired


• Memory and processing integrated


• Massively parallel & scalable compute!


• But limited programmability and often 
requires quantization & sparse 
connectivity

35Scaling Neural Quantum States beyond 10000 quantum spins Wong & Salahuddin (2015). Nature Nanotechnology, 10(3), 191–194

CPU/GPU MEMORY

NPU

NPUCPU weights

samples



Ising Machines
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16x16
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Core 
I/O + 

Sampling

i)

King’s Move Connection

Figure 2: Description of Hardware Design for the PASS system
(A) A circuit diagram of the neuron and connection circuitry. The neuron circuitry is formed 3
parts, a noise and amplification using amplified shot noise from a diode, a sigmoidal comparator
to produce the activation, and a digitization to binarize the output. The connection circuitry is
a digitla binary dot product engine, and a digital to analog conversion. (B) The individual
neuron circuit produces an activation function that directly matches the expected sigmoidal
activation function. We see that the activation functions well over a wide range of input voltages.
This activation was directly extracted from the silicon outputs. Error bars on the sigmoid data
show 95% confidence interval estimates for the activation function over 100 runs. (C), (D), (E)
Raw voltage waveforms for 3 voltages (0.1V, 0.45V and 0.55V) from the sigmoidal activation.
These waveforms show how the input voltage modulates the average output value, without the
interaction of any input clock signal. (F), (G), (H) Post-layout images of the chip at various
levels of integration. The individual neurons are composed of the binary dot product, DAC
and analog subsystems, which are then integrated into small clusters, and finally into a 16x16
neuron core. The neuron core consumes 1mm x 1mm of die area, and the peripheral circuitry,
I/O and fill consumes the rest of the 2mm x 2mm chip area. I) The neurons communicate with
their neighbors on a kings move graph, where each neuron is connected to its nearest neighbor,
as well as diagonal.
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Fig. 1. Probabilistic computers for accelerating variational simulations of quantum systems. (a) Conventional approaches such as path-integral quantum
Monte Carlo (QMC) map quantum systems to classical statistical models in higher dimensions via the Suzuki-Trotter decomposition, but often suffer from sign
problems or unfavorable scaling. (b) Neural Quantum States (NQS) represent the many-body wavefunction with neural networks ansätze. While many NQS
architectures rely on dense or structured networks, sparse locally connected models are particularly well suited for mapping onto probabilistic hardware used in
this work. Ground states are obtained through variational optimization of the quantum energy, which requires repeated Monte Carlo sampling from the neural
network model. (c) Sampling is offloaded to a dedicated probabilistic processor built from p-bits. A general-purpose processor updates variational parameters
while a p-bit array provides high-throughput samples. Throughput increases as implementations progress from CPU emulation to FPGA-based systems and,
ultimately, to dedicated CMOS hardware.

Second, we introduce a dual-sampling algorithm for
deep Boltzmann machines (DBMs) that replaces intractable
marginalization over auxiliary variables with conditional
sampling. This reformulation enables stable training of
sparse deep architectures under strict locality constraints and
improves parameter efficiency relative to shallow networks.
We demonstrate dual sampling for DBMs up to 35 → 35 spins
(1225) on a single GPU.

Together, these advances address two barriers to scaling
neural quantum states: probabilistic hardware alleviates the
sampling bottleneck, while dual sampling makes sparse deep
Boltzmann machines trainable for variational Monte Carlo.

II. Model and Ansatz

We target the two-dimensional transverse-field Ising model
(TFIM) on a square lattice with periodic boundary conditions,
defined by the Hamiltonian [37]:

Ĥ = ↑J
∑

→i,j↑

ω̂z
i ω̂z

j ↑ !x

∑

i

ω̂x
i (1)

where ↓i, j↔ denotes unique nearest-neighbor bonds, J is the
coupling strength, and !x is the transverse field. We define
the many-body basis states S = {s1, s2, . . . , sN } where
si ↗ {+1, ↑1} and parameterize the squared wavefunction
amplitude |”ω(S)|

2 through the Boltzmann distribution of a
probabilistic network [4]:

|”ω(S)|
2

= Pω(S) =
1

Zω

∑

h

e↓Eω(S,h) (2)

where h = {h1, . . . , hM } with hj ↗ {+1, ↑1}. This
mapping relies on the Perron-Frobenius theorem, which

guarantees that the ground state of stoquastic Hamiltonians
like the TFIM can be chosen to have non-negative real
amplitudes [38]. The quantum probability distribution |”|

2

then coincides with the classical distribution generated by
p-bits. As a result, the p-computer’s stochastic fluctuations
directly generate samples from |”ω(S)|

2 without computing
amplitudes explicitly. Extending this approach to non-
stoquastic systems with nontrivial sign structures would
require complex parameters or phase networks [39–41].

The variational ground-state energy of a neural quantum
state (NQS) ”ω(S) is evaluated as

E =
↓”ω|H|”ω↔

↓”ω|”ω↔
= ES↔|!ω|2 [Eloc(S)] (3)

where the local energy is defined as

Eloc(S) =

∑

S→

”ω(S↗
)

”ω(S)
↓S|H|S↗

↔ (4)

Training the neural quantum state corresponds to minimizing
this variational energy E(ε) with respect to the network
parameters ε. Expectation values are obtained by Monte Carlo
sampling of configurations S drawn from the probability
distribution |”ω(S)|

2. For the transverse-field Ising model,
the off-diagonal term ↑!x

∑
i ωx

i couples a configuration
S to configurations S(i) that differ by a single spin
flip at site i. As a result, evaluating Eloc(S) requires
computing wavefunction ratios of the form ”ω(S(i)

)/”ω(S)

for sampled configurations. These ratios also appear in
estimators of physical observables such as ↓ωx

i ↔. For shallow
architectures such as RBMs, these wavefunction ratios can
be evaluated analytically. However, for deep Boltzmann
machines, the wavefunction amplitude involves an intractable

Chowdhury et al. (2025) arXiv:2512.24558

256

Aadit et al. (2026) ArXiv 2606.25313
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PREDICTING SAMPLING ADVANTAGE... PHYS. REV. APPLIED 25, 024085 (2026)
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α = 3
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L

FIG. 3. Ratio of autocorrelation time τSIM/τMH =
"tSIM/"tMH for different models. Each point is the average of
five pretrained models with the same α and n = L2.

model the SIM and MH autocorrelation time was mea-
sured. The results at α = 1 were excluded from the figure
because they are less accurate [8,9], moreover extensive
hyperparameter tuning is required to consistently find an
accurate ground state for this value. The autocorrelation
time per model was measured for 5 (10) chains for SIM
(MH) sampling, see Appendix C.

The results for the ratio τSIM/τMH are shown in Fig. 3.
It is clear that the ratio of the autocorrelation time of SIM
and MH can differ by orders of magnitude. Interestingly,
models with α = 2 have a significantly lower autocorrela-
tion time compared to the models with α > 3, which we
elaborate on in the discussion below.

Equipped with the ratio of the autocorrelation time, we
focus on projecting the possible computational advantage
of deployment on SIMs. To this end, we focus on the α = 2
case and consider reported values of the runtime per step
on physical SIMs. Since NQS literature often reports the
number of required samples at a sampling interval of one
MH sweep, we will report the time to generate the same
effective sample for MH and SIM. The time per sample on
the SIM is calculated from the ratio of the sampling inter-
vals, Eq. (14), with "tMH = 1MH sweep and the runtime
per update on the SIM hardware:

Time per sample = "tSIMTSIM = τSIM

τMH f
T update

SIM , (15)

where τSIM, τMH, f are all dependent on the number of
spins n and α. Since the SIM is not constrained to the
magnetization zero sector, the fraction f enters, which is
the ratio of the number of samples with zero magnetiza-
tion to the total number of samples: TSIM = T update

SIM /f . The
MH sampling baseline on CPU, Time per sample = TMH,

FIG. 4. Performance comparison for generating one sample
across five methods as a function of n = L2 for α = 2. The base-
line, MH (CPU) obtained using UltraFast [32], is a traditional
NQS implementation with MH sampling. Furthermore, there are
four SIM implementations: CPU-based implementation, FPGA
running at 70 MHz [33], conservative projection based on Ref.
[34], and optimistic projection based on Ref. [5].

is directly measured in our experiments and is also depen-
dent on n and α. On all (hardware) implementations, a
single MC chain is assumed.

In Fig. 4, the MH (CPU) baseline, is the performance of
UltraFast [32] on a machine with dual AMD EPYC 7601
CPU. The SIM (CPU) corresponds to a chromatic Gibbs
sampling code written in Julia on the same machine. This
implementation uses multithreading for matrix-vector mul-
tiplication [35]. Benchmarks for a (single-chain) SIM GPU
implementation on an NVIDIA L40S GPU are omitted, as
it only outperforms the SIM CPU implementation for sys-
tems with n > 700 spins, which is larger than the system
sizes considered here, see Appendix E.

The SIM FPGA estimate [36] features a chromatic
Gibbs sampling algorithm for the RBM and shows prob-
lem sizes up to 200 visible spins, which are fully connected
to 200 hidden spins. The samples are generated at 70 MHz,
i.e., 14.3 ns per sample.

The conservative SIM projection is based on a device
combining the IBM HERMES Project Chip with stochastic
MTJs [34]. This chip design features 64 analog crossbars
of size 256 × 256 for MVMs with a latency of 133 ns
[34]. We assume that the typical latency of the stochas-
tic MTJs is 2 ns [5,37]. Implementing chromatic Gibbs
sampling requires two MVMs, splitting the MVM over
multiple cores (if MVM is bigger than one crossbar) and
two readouts of the MTJs. Therefore, we estimate 400 ns
per SIM sweep for this device, see Appendix F for more
details.

The optimistic SIM projection follows the analysis of
Ref. [5] for a projected asynchronous SIM, which is based

024085-5

Gallo et al. (2023). Nature Electronics 6(9), 680–693

Sutton et al. (2020). IEEE Access : Practical 
Innovations, Open Solutions, 8, 157238–157252. 


102 - 104 faster

Patel et al. (2020). arXiv:2008.04436

R. Berns et al. Phys. Rev. Applied 25, 024085 (2026)
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Probabilistic Ising Machines for NQS are exciting!
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(c) 

Fig. 3. Multi-FPGA results for large-scale neural quantum states. (a) Six-FPGA probabilistic computer with boards connected via 3 Gbps FMC links and
coordinated over Ethernet; each FPGA hosts up to 2200 p-bits. (b) Training convergence for a 50 → 50 lattice (2500 spins) at the critical field !c/J = 3.044.
(c) Same for an 80 → 80 lattice (6400 spins), showing empirically that convergence within chemical accuracy (blue shaded region) is maintained as system size
increases. PEPS benchmark estimate at the thermodynamic limit is taken from Ref. [35].

optimization iterations. Each iteration involves 10
4 MCMC

samples (see Supplementary Section E).
Profiling the training loop (Supplementary Section A)

shows that sampling consumes less than 5% of total wall-
clock time on the FPGA, despite executing 3 → 10

6 Monte
Carlo sweeps (MCS) per iteration. In contrast, a CPU
baseline allocates 20–30% of runtime to sampling while being
limited to 10

4 MCS per iteration as same sampling budget as
FPGA would make training prohibitively slow. Profiling the
training loop (Supplementary Section A) shows that sampling
consumes less than 5% of total wall-clock time on the FPGA,
despite executing 3 → 10

6 Monte Carlo sweeps per iteration.
In contrast, a CPU baseline limited to 10

4 sweeps per iteration
already spends 20–30% of runtime on sampling; matching
the FPGA’s throughput would be prohibitively slow. This
reduction in sampling time aligns with theoretical predictions
of large sampling speedups for stochastic Ising machines
applied to NQS [31]. Crucially, the sampling time per
sweep remains constant as system size increases, provided
the FRBM fits within the resources of the probabilistic chip
[42, 49]. With sampling latency minimized, local energy
computation and CG-based gradient accumulation dominate
the remaining execution time. The sparse connectivity of
our architecture opens a path to offloading local-energy
calculations to hardware, an optimization we leave for future
work. To further validate the solution, we swept the transverse
field !x/J across the critical point [50]. Fig. 2c shows the
ground-state energy per spin interpolating smoothly between
the ferromagnetic limit (low !x) and the field-polarized limit
(high !x). These results indicate that sparse connectivity,
together with low-precision sampling, provides sufficient
accuracy for large lattices.

V. Large-Scale Systems via Multi-FPGA Clusters

A single FPGA suffices for moderately sized lattices, but
larger systems require distributing the computation. We

developed a cluster of six interconnected FPGA boards
(Supplementary Section B), partitioning the FRBM with
the graph partitioning tool METIS to minimize the number
of boundary p-bits communicated between devices. Each
FPGA updates its local p-bits using local fields and the
most recently received boundary states, which are exchanged
asynchronously and held constant between communication
events.

Each FPGA hosts a subgraph containing approximately
850↑2200 p-bits depending on the system size. METIS
partitioning yields cut fractions of 8.6% for L = 50 and 5.6%

for L = 80, so that most interactions remain on-chip. The
FPGAs are connected in a linear topology via 3 Gbps FMC
links. Boundary p-bits are exchanged asynchronously over
the FMC links while local p-bits update synchronously within
each FPGA.

Strict global synchronization would limit the local p-bit
update clock to 2.4 MHz for L = 50 and 1.2 MHz for
L = 80. In practice, because boundary p-bits constitute
a small fraction of the lattice, the system tolerates delayed
boundary updates, allowing local p-bits to be overclocked to
15 MHz. A host computer loads weights and reads out states
over Ethernet.

Using this architecture, we simulate the 2D TFIM at the
critical point !c/J = 3.044 for 50 → 50 (2500 spins) and
80 → 80 (6400 spins) lattices (Fig. 3b,c). These results show
that p-bit-accelerated NQS reaches system sizes beyond those
reported for CPU- and GPU-based implementations while
maintaining accuracy within chemical precision of variational
benchmarks.

The convergence behavior remains comparable across
system sizes: for both lattices, the variational energy density
converges smoothly to chemical accuracy (blue shaded
region). The accuracy on the 80 → 80 lattice confirms that
the distributed architecture and asynchronous communication
do not introduce artifacts that degrade the solution.

80x80



Large scale distributed spiking hardware
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• Recent dedicated sampling schemes for 
Ising Models on spiking hardware, like 
Intel Loihi 2 and SpiNNaker


• Billions of massively parallel neurons/
‘tiny cores’


• However: sparse communication & 
quantization

SpiNNaker: Chen et al. (2025) Nat 
Commun 16, 3086.

SpiNNaker 2

Intel Labs’ new Loihi 2 research chip outperforms its predecessor by up to 10x and 
comes with an open-source, community-driven neuromorphic computing framework

Taking Neuromorphic Computing 
to the Next Level with Loihi 2

Introduction
Recent breakthroughs in AI have swelled our appetite for intelligence in computing 
devices at all scales and form factors. This new intelligence ranges from recommendation 
systems, automated call centers, and gaming systems in the data center to autonomous 
vehicles and robots to more intuitive and predictive interfacing with our personal 
computing devices to smart city and road infrastructure that immediately responds to 
emergencies. Meanwhile, as today’s AI technology matures, a clear view of its limitations 
is emerging. While deep neural networks (DNNs) demonstrate a near limitless capacity 
to scale to solve large problems, these gains come at a very high price in computational 
power and pre-collected data. Many emerging AI applications—especially those that 
must operate in unpredictable real-world environments with power, latency, and data 
constraints—require fundamentally new approaches.

Neuromorphic computing represents a fundamental rethinking of computer architecture 
at the transistor level, inspired by the form and function of the brain’s biological neural 
networks. Despite many decades of progress in computing, biological neural circuits 
remain unrivaled in their ability to intelligently process, respond to, and learn from 
real-world data at microwatt power levels and millisecond response times.

Guided by the principles of biological neural computation, neuromorphic 
computing intentionally departs from the familiar algorithms and programming 
abstractions of conventional computing so it can unlock orders of magnitude gains 
in efficiency and performance compared to conventional architectures. The goal is 
to discover a computer architecture that is inherently suited for the full breadth of 
intelligent information processing that living brains effortlessly support.

Technology Brief
Intel Labs’ Loihi 2 Neuromorphic Research Chip  
and the Lava Software Framework

CPU Memory Memory

• Programming by 
Encoding Algorithms

• Synchronous Clocking
• Sequential Threads of Control 

• Offline Training Using 
Labeled Datasets

• Synchronous Clocking
• Parallel Dense Compute

• Learn On-the-Fly Through 
Neuron Firing Rules

• Asynchronous Event-Based Spikes
• Parallel Sparse Compute

Conventional Computing Parallel  Computing Neuromorphic Computing

Today’s Computing Architectures 

“�For�the�first�time,�we�are�seeing�a�
quantitative�picture�emerge�that�
validates�this�promise.�Together,�
with�our�research�partners,�we�
plan�to�build�on�these�insights�
to�enable�wide-ranging�disruptive�
commercial�applications�for�this�
nascent�technology.”

—Mike Davies 
Director of Intel’s Neuromorphic 

Computing Lab

Intel Loihi 2, Pierro et al. (2024) arXiv:2408.03076 & 
Stratmann et al. (2025) Patent US20250165765A1

Intel Loihi 2

109

5 x 109

Sampling with constraints on 
distributed spiking hardware
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Intel Labs’ new Loihi 2 research chip outperforms its predecessor by up to 10x and 
comes with an open-source, community-driven neuromorphic computing framework

Taking Neuromorphic Computing 
to the Next Level with Loihi 2

Introduction
Recent breakthroughs in AI have swelled our appetite for intelligence in computing 
devices at all scales and form factors. This new intelligence ranges from recommendation 
systems, automated call centers, and gaming systems in the data center to autonomous 
vehicles and robots to more intuitive and predictive interfacing with our personal 
computing devices to smart city and road infrastructure that immediately responds to 
emergencies. Meanwhile, as today’s AI technology matures, a clear view of its limitations 
is emerging. While deep neural networks (DNNs) demonstrate a near limitless capacity 
to scale to solve large problems, these gains come at a very high price in computational 
power and pre-collected data. Many emerging AI applications—especially those that 
must operate in unpredictable real-world environments with power, latency, and data 
constraints—require fundamentally new approaches.

Neuromorphic computing represents a fundamental rethinking of computer architecture 
at the transistor level, inspired by the form and function of the brain’s biological neural 
networks. Despite many decades of progress in computing, biological neural circuits 
remain unrivaled in their ability to intelligently process, respond to, and learn from 
real-world data at microwatt power levels and millisecond response times.

Guided by the principles of biological neural computation, neuromorphic 
computing intentionally departs from the familiar algorithms and programming 
abstractions of conventional computing so it can unlock orders of magnitude gains 
in efficiency and performance compared to conventional architectures. The goal is 
to discover a computer architecture that is inherently suited for the full breadth of 
intelligent information processing that living brains effortlessly support.

Technology Brief
Intel Labs’ Loihi 2 Neuromorphic Research Chip  
and the Lava Software Framework

CPU Memory Memory

• Programming by 
Encoding Algorithms

• Synchronous Clocking
• Sequential Threads of Control 

• Offline Training Using 
Labeled Datasets

• Synchronous Clocking
• Parallel Dense Compute

• Learn On-the-Fly Through 
Neuron Firing Rules

• Asynchronous Event-Based Spikes
• Parallel Sparse Compute

Conventional Computing Parallel  Computing Neuromorphic Computing

Today’s Computing Architectures 

“�For�the�first�time,�we�are�seeing�a�
quantitative�picture�emerge�that�
validates�this�promise.�Together,�
with�our�research�partners,�we�
plan�to�build�on�these�insights�
to�enable�wide-ranging�disruptive�
commercial�applications�for�this�
nascent�technology.”

—Mike Davies 
Director of Intel’s Neuromorphic 

Computing Lab
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Total sampling time

~100x

AMD EPYC 7601, NVIDIA L40S @ 1024 MC chains, Timcheck et al. (2026) arXiv 2601.10035 and 1024 MC chains⋆ ⋆⋆ ⋆⋆⋆

~10x
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Sparse models



Outlook: (Sparse) Deep Boltzmann Machines
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Deep Boltzmann Machine

Niazi et al. (2024). Nature Electronics, 7(7), 610–619. 
Nomura et al. (2021). Physical Review Letters, 127(6), 060601.

Carleo et al. (2018). Nature Communications, 9(1), 5322.
S. Chowdhury et al. arXiv:2512.24558 (2025)

visible

deep

hidden

6

Fig. 4. Deep Boltzmann machine results for the 2D transverse-field Ising model. (a) Convergence of the sparse DBM using dual sampling on a 10 → 10
lattice (J = 1, !c = 3.044). Supplementary Section E provides the hyperparameter choices. The variational energy converges toward a variational PEPS
benchmark from Ref. [35]. A transient non-monotonic deviation appears early in training due to the relatively aggressive learning-rate and SR regularization
parameters used in this demonstration. This effect is most visible in the small-system DBM case shown here, where stochastic fluctuations and sensitivity to
initialization are larger; with more conservative optimization settings the trajectory becomes smoother. For the larger systems and shallow architectures shown
elsewhere in the manuscript, the optimization trajectory is correspondingly smoother. (b) Final converged energy versus number of variational parameters Np for
the sparse DBM (green squares) and sparse RBM (blue circles). Parameter count is varied by adjusting the connectivity radius k (see Supplementary Section F).
The most compact DBM (Np ↑ 1300) achieves lower energies than RBMs with more than twice as many parameters. (c) Final energy across 5 independent
training runs with random initializations. The DBM consistently converges to lower energies than the RBM. Error bars in (b) and (c) represent standard error
via blocking (50 bins); the y-axis shows residual energy scaled by 103 relative to the offset ↓3.2355.

(a) (b)

Fig. 5. Scalable training of Deep Boltzmann Machines (DBMs) on FPGA. (a) Training convergence for a 30→30 lattice at the critical point !c/J ↑ 3.044.
We train a sparse DBM with local connectivity radius k = 2 on both layers (13 connections per spin), resulting in Np = 26, 100 variational parameters. The
variational energy (red line) converges to within chemical accuracy (blue shaded region) of a variational PEPS benchmark estimate at the thermodynamic limit
(L ↔ ↗) from Ref. [35]. (b) Ground-state energy density across the transverse-field phase transition for a 30 → 30 lattice, comparing the sparse DBM (red
circles) against CT-PIMC (green squares, same as in Fig. 2). The DBM captures the phase transition with high precision. (c) Empirical algorithmic scaling of
the dual-sampling estimator on a single NVIDIA V100 GPU. The average wall-clock time per optimization iteration (red circles, averaged over 500 iterations;
error bars indicate 95% confidence intervals) is shown as a function of the linear lattice dimension L. To strictly isolate algorithmic scaling from hardware
parallelization effects, we use a single sequential MCMC chain rather than parallel independent chains. Under fixed sparsity and sampling budgets (Ns, Nc),
the iteration time scales approximately as titer ↘ L2 (dashed quadratic fit), corresponding to linear dependence on the total number of spins N = L2. This
behavior is consistent with the simplified cost model for conventional processors in Supplementary Section G.

depth provides more efficient representations [51]. The
improvement is modest here, likely because the TFIM has
relatively simple entanglement structure; deeper gains may
emerge for Hamiltonians with more complex correlations.

Finally, Fig. 4c shows the final energy across five

independent training runs with random initializations. The
sparse DBM consistently converges to lower energies,
whereas the sparse RBM settles into higher-energy local
minima. This reproducibility suggests that the additional
layers help mediate interactions between distant lattice

30x30



Outlook: Boltzmann Machines for NQS Dynamics
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• Amplitude-phase ansatz: 

• Train dual networks:

2x2 Heisenberg model

RBM ( ) x RBM ( )α = 2 α = 2
Finnian Rist (2026)
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Conclusion

• RBM powerful due to symmetries, efficient updates and new initialization!


• Quantum simulation with PACO sampler on GPUs with almost 10.000 spins 

• INT8 quantization of sampling with competitive accuracy, giving high potential 
for deployment on neuromorphic hardware!


• Projected speed-up on spiking hardware such as Intel Loihi 2. 
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Outlook
• Deploy on SpiNNaker and Intel Loihi 2 to leverage parallelism & sparsity with 

models such as sparse deep Boltzmann Machines 

• Buckets for constraints with chromatic Gibbs sampling


• Quantum dynamics of antiferromagnetic textures

visible

deep

hidden

Mayr et al. (2019) arXiv:1911.02385 Deep Boltzmann Machine

SpiNNaker 2
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